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CONTENTS 5

Topics to cover:

Safety properties and their monitoring. How many safety properties
are there? Can they all be monitored? Complexity of monitoring in dif-
ferent formalism: LTL, RE, ERE, CFG, SRS. Both dynamic properties,
like above, and static properties (e.g., complex heap patterns).

Event/Trace observation. How to observe the execution of a program?
Instrumentation vs. runtime environment.

Monitor synthesis. Generating optimal monitors for several formalisms:

LTL, FT/PT-LTL, RE, ERE, CFG, SRS, PT-CaRet, Allen TL.

Parametric property monitoring. How to deal with multiple instances
of monitors?

Predictive runtime analysis. Vector clock vs SMT-based techniques.

Static analysis to improve runtime verification. Improve runtime
overhead by not instrumenting what is unnecessary. Improve prediction
capability by looking beyond the trace.

Semantics-based Runtime Verification. Defining a formal language
semantics. Using a semantics to do symbolic execution and runtime
verify properties. Ultimate goal: verify programs by exhaustive runtime
verification.
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Chapter 1

Introduction

Begin of intro stuff for chapter on safety

From SACS: Abstract sacs: This paper addresses the problem
of runtime verification from a foundational perspective, answering
questions like “Is there a consensus among the various definitions
of a safety property?” (Answer: Yes), “How many safety proper-
ties exist?” (Answer: As many as real numbers), “How difficult
is the problem of monitoring a safety property?” (Answer: Ar-
bitrarily complex), “Is there any formalism that can express all
safety properties?” (Answer: No), etc. Various definitions of
safety properties as sets of execution traces have been proposed in
the literature, some over finite traces, others over infinite traces,
yet others over both finite and infinite traces. By employing car-
dinality arguments and a novel notion of persistence, this paper
first establishes the existence of bijective correspondences between
the various notions of safety property. It then shows that safety
properties can be characterized as “always past” properties. Fi-
nally, it proposes a general notion of monitor, which allows to
show that safety properties correspond precisely to the monitorable
properties, and then to establish that monitoring a safety property
is arbitrarily hard.




CHAPTER 1. INTRODUCTION

From safety: Abstract safety: Various definitions of safety
properties as sets of execution traces have been introduced in the
literature, some over finite traces, others over infinite traces, yet
others over both finite and infinite traces. By employing cardinality
arguments, this paper first shows that these notions of safety are
ultimately equivalent, by showing each of them to have the cardinal
of the continuum. It is then shown that all safety properties
can be characterized as “always past” properties, and then that
the problem of monitoring a safety property can be arbitrarily
hard. Finally, two decidable specification formalisms for safety
properties are discussed, namely extended regular erpressions and
past time LTL. It is shown that monitoring the former requires
non-elementary space. An optimal monitor synthesis algorithm
18 given for the latter; the generated monitors run in space linear
with the number of temporal operators and in time linear with the
size of the formula.

A safety property is a behavioral property which, once violated, cannot
be satisfied anymore. For example, a property “always x > 07 is
violated when x < 0 is observed for the first time; this safety property
remains violated even though eventually x > 0 might hold. That
means that one can identify each safety property with a set of “bad”
finite execution traces, with the intuition that once one of those is
reached the safety property is violated.

There are several apparently different ways to formalize safety. Perhaps
the most immediate one is to complement the “bad traces” above and
thus to define a safety property as a prefix-closed property over finite
traces (containing the “good traces”) — by “property” in this paper we
mean a set of finite or infinite traces. Inspired by Lamport [36], Alpern
and Schneider [4] define safety properties over infinite traces as ones
with the property that if an infinite trace is unacceptable then there
must be some finite prefix of it which is already unacceptable, in the
sense that there is no acceptable infinite completion of it. Is there any
relationship between these two definitions of safety? We show rather
indirectly that there is, by showing that their corresponding sets of
safety properties have the cardinal ¢ of the continuum (i.e., the cardinal
of R, the set of real numbers), so there exists some bijective mapping
between the two. Unfortunately, the existence of such a bijection is



as little informative as the existence of a bijection between the real
numbers and the irrational numbers. To capture the relationship
between finite- and infinite-trace safety properties in a meaningful way,
we introduce a subset of finite-trace safety properties, called persistent,
and then construct an explicit bijection between that subset and the
infinite-trace safety properties. Interestingly, over finite traces there
are as many safety properties as unrestricted properties (finite-traces
are enumerable and P(N) is in bijection with R), while over infinite
traces there are ¢ safety properties versus 2¢ unrestricted properties
(infinite traces are in bijection with R).

It is also common to define safety properties as properties over both
finite and infinite traces, the intuition for the finite traces being that
of unfinished computations. For example, Lamport [37] extends the
notion of infinite-trace safety properties to properties over both finite
and infinite traces, while Schneider et al. [50, [19] give an alternative
definition of safety over finite and infinite traces, called “execution
monitoring”. One immediate technical advantage of allowing both
finite and infinite traces is that one can define prefix-closed properties.
We indirectly show that prefix-closeness is not a sufficient condition
to define safety properties when infinite traces are also allowed, by
showing that there are 2¢ prefix-closed properties versus, as expected,
“only” c safety properties.

Another common way to specify safety properties is as “always past”
properties, that is, as properties containing only words whose finite
prefixes satisfy a given property. If P is a property on finite prefixes,
then we write LJP for the “always P” safety property containing the
words with prefixes in P. We show that specifying safety properties
as “always past” properties is fully justified by showing that, for each
of the three types of traces (finite, infinite, and both), the “always
past” properties are precisely the safety properties as defined above.
It is common to specify P using some logical formalism, for example
past time linear temporal logic (past LTL) [39]; for example, one can
specify “a before b” in past LTL as the formula b — ¢a.

The problem of monitoring safety properties is also investigated in this
paper. Since there are as many safety properties as real numbers, it is
not unexpected that some of them can be very hard to monitor. We
show that the problem of monitoring a safety property is arbitrarily
hard, by showing that it reduces to deciding membership of natural
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numbers to a set of natural numbers. In particular, we can associate a
safety property to any degree in the arithmetic hierarchy as well as to
any complexity class in the decidable universe, whose monitoring is as
hard as that degree or complexity class.

From SACS: This paper makes three novel contributions, two
technical and another pedagogical. On the technical side, it first
introduces the notion of a persistent safety property, which appears
to be the right finite-trace correspondent of an infinite-trace safety
property, and uses it to show the cardinal equivalence of the various
notions of safety property encountered in the literature. Also on
the technical side, it rigorously defines the problem of monitoring a
safety property, and it shows that it can be arbitrarily hard. On the
pedagogical side, this paper offers the first comprehensive study and
uniform presentation of safety properties and of their monitoring.
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From safety: In practice not all (¢ = |R|) safety properties are
meaningful, but only those (Rog = |N|) which are specifiable using
formal specification languages or logics of interest. We also inves-
tigate the problem of monitoring safety properties expressed using
two common formalisms, namely reqular expressions extended with
complement, also called extended regular expressions (ERE), and
LTL. It is known that both formalisms allow polynomial finite-trace
membership checking algorithms [27, [45] if one has random access
to the trace, but that both require exponential space if the trace can
only be analyzed online [44), [35]. It is also known that LTL can
indeed be monitored in exponential space [13] and so is claimecﬂ
for EREs in [{4]. We show that the claim in [{4] is, unfortunately,
wrong, by showing that ERE monitoring requires non-elementary
space. To do so, we propose for any n € N a safety property P,
whose monitoring requires space non-elementary in n, as well as
an ERE of size O(n?). Since the known monitoring algorithms for
LTL in its full generality are asymptotically optimal, what is left
to do is to consider important fragments of LTL. We focus on the
“always past” fragment and give a monitor synthesis algorithm that
takes formulae ¢ and generate monitors for them that need O(k)
total space and O(|p|) time to process each event, where k is the
number of past operators in p. This improves over the best known
algorithm that needs space O(|p| (and same time).

End of intro stuff for chapter on safety
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Chapter 2

Background, Preliminaries,
Notations

Add some structure to this chapter

We let N denote the set of natural numbers including 0 but excluding
the infinity symbol oo and let Ny, denote the set NU {co}. We also let Q
denote the set of rational numbers and R the set of real numbers; as for
natural numbers, the “co” subscript can also be added to Q and R for the
corresponding extensions of these sets. QT and R™ denote the sets of strictly
positive (0 not included) rational and real numbers, respectively.

We fix a set X of elements called events or states. We call words in >*
finite traces and those in X infinite traces. If u € X*UX¥ then u; is the i-th
state or event that appears in u. We call finite-trace properties sets P C 3*
of finite traces, infinite-trace properties sets P C 3 of infinite traces, and
just properties sets P C ¥* U X% of finite or infinite traces. If the finite or
infinite aspect of traces is understood from context, then we may call any
of the types or properties above just properties. We may write P(w) for a
property P and a (finite or infinite) trace w whenever w € P. Traces and
properties are more commonly called words and languages, respectively, in
the literature; we prefer to call them traces and properties to better reflect
the intuition that our target application is monitoring and system observance,
not formal languages. We take, however, the liberty to also call them words
and languages whenever that terminology seems more appropriate.

In some cases states can be simply identified with their names, or labels,
and specifications of properties on traces may just refer to those labels. For

13
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example, the regular expression (sj - s2)* specifies all those finite traces
starting with state s; and in which states s; and so alternate. In other cases,
one can think of states as sets of atomic predicates, that is, predicates that
hold in those states: if s is a state and a is an atomic predicate, then we
say that a(s) is true iff @ “holds” in s; thus, if all it matters with respect
to states is which predicates hold and which do not hold in each state,
then states can be faithfully identified with sets of predicates. We prefer to
stay loose with respect to what “holds” means, because, depending on the
context, it can mean anything. In conventional software situations, atomic
predicates can be: boolean expressions over variables of the program, their
satisfaction being decided by evaluating them in the current state of the
program; or whether a function is being called or returned from; or whether
a particular variable is being written to; or whether a particular lock is
being held by a particular thread; and so on. In the presence of atomic
predicates, specifications of properties on traces typically only refer to the
atomic predicates. For example, the property “always a before b”, that is,
those traces containing no state in which b holds that is not preceded by some
state in which a holds (for example, a can stand for “authentication” and b
for “resource access”), can be expressed in LTL as the formula (b — ¢a).

Let us recall some basic notions and notations from formal languages,
temporarily using the consecrated terminology of “words” and “languages”
instead of traces and properties. For an alphabet X, let Ly be the set
of languages over X, i.e., the powerset P(X*). By abuse of language and
notation, let () be the empty language {} and e the language containing
only the empty word, {e}. If Li,Ly € Ly then L; - Ly is the language
{a1as |y € Ly and ap € Lo}. Note that L-) =0-L =@ and L-e =¢-L = L.
If L € Ly, then L* is {ayag - ay | n > 0 and ag,a0,...,a, € L} and L
is X* — L.

We next recall some notions related to cardinality. If A is any set, we
let |A| denote the cardinal of A, which expresses the size of A. When A is
finite, |A| is precisely the number of elements of A and we call it a finite
cardinal. Infinite sets can have different cardinals, called transfinite or even
infinite. For example, natural numbers N have the cardinal Xy (pronounced
“aleph zero”) and real numbers R have the cardinal ¢, also called the cardinal
of the continuum. Two sets A and B are said to have the same cardinal,
written |A| = |B|, iff there is some bijective mapping between the two. We
write |A| < |B] iff there is some injective mapping from A to B.

The famous Cantor-Bernstein-Schroeder theorem states that if |A| < |B|
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and |B| < |A] then |A| = |B|. In other words, to show that there is some
bijection between sets A and B, it suffices to find an injection from A to B
and an injection from B to A. The two injections need not be bijections. For
example, the inclusion of the interval (0,1) in R is obviously an injection,
so [(0,1)] < |R*|. On the other hand, the function z ~ z/(2x + 1) from
R* to (0,1) (in fact its codomain is the interval (0,1/2)) is also injective,
so |R*| <[(0,1)|. Neither of the two injective functions is bijective, yet by
the Cantor-Bernstein-Schroeder theorem there is some bijection between
(0,1) and RY, that is, |(0,1)] = [RT|. We will use this theorem to relate the
various types of safety properties; for example, we will show that there is an
injective function from safety properties over finite traces to safety properties
over infinite traces and another injective function in the opposite direction.
Unfortunately, the Cantor-Bernstein-Schroeder theorem is existential: it
only says that some bijection exists between the two sets, but it does not
give us an explicit bijection. Since the visualization of a concrete bijection
between different sets of safety properties can be very meaningful, we will
avoid using the Cantor-Bernstein-Schroeder theorem when we can find an
explicit bijection between two sets of safety properties.

If A is a set of cardinal «, then 2% is the cardinal of P(A), the power
set of A (the set of subsets of A). It is known that 2% = ¢, that is, there
are as many sets of natural numbers as real numbers. The famous, still
unanswered continuum hypothesis, states that there is no set whose size is
strictly between R and ¢; more generally, it states that, for any transfinite
cardinal «, there is no proper cardinal between o and 2¢. If A and B are
infinite sets, then |A| + |B| and |A| - | B| are the cardinals of the sets AU B
and A x B, respectively. An important property of transfinite cardinals is
that of absorption — the larger cardinal absorbs the smaller one: if o and
[ are transfinite cardinals such that o < 3, then a4+ 8 = -8 = §; in
particular, ¢ - 2¢ = 2¢. Besides sets of natural numbers, there are several
other important sets that have cardinal ¢: streams (i.e., infinite sequences)
of Booleans, streams of reals, non-empty closed or open intervals of reals, as
well as the sets of all open or closed sets of reals, respectively (Exercise |1f).

For our purposes, if 3 is an enumerable set of states, then ¥* is also
enumerable, so it has cardinal Xy. Also, if [¥| < ¢, in particular if it is finite,
then X has the cardinal ¢, because it is equivalent to streams of states. We
can then immediately infer that the set of finite-trace properties over ¥ has
cardinal 280 = ¢, while the set of infinite-trace properties has cardinal 2°.
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Exercises

Exercise 1 Show that each of the following sets have cardinal c: streams
(i.e., infinite sequences) of Booleans; streams of natural numbers; streams of
real numbers; closed intervals of real numbers; open intervals of real numbers;
closed sets of real numbers; open sets of real numbers.



Chapter 3

Safety Properties

Intuitively, a safety property of a system is one stating that the system
cannot “go wrong”, or, as Lamport [36] put it, that the “bad thing” never
happens. In other words, in order for a system to violate a safety property, it
should eventually “go wrong” or the “bad thing” should eventually happen.
There is a very strong relationship between safety properties and runtime
monitoring: if a safety property is violated by a running system, then the
violation should happen during the execution of the system, in a finite
amount of time, so a monitor for that property observing the running system
should be able to detect the violation; an additional point in the favor of
monitoring is that, if a system violates a safety property at some moment
during its execution, then there is no way for the system to continue its
execution to eventually satisfy the property, so a monitor needs not wait for
a better future once it detects a bad present/past.

State properties or assertions that need only the current state of the
running system to check whether they are violated or not, such as “no
division by 0”, or “z positive”, or no deadlock, are common safety properties;
once violated, one can stop the computation or take corrective measures.
However, there are also interesting safety properties that involve more than
one state of the system, such as “if one uses resource x then one must have
authenticated at some moment in the past”, or “any start of a process must
be followed by a stop within 10 units of time”, or “take command from
user only if the user has logged in at some moment in the past and has
not logged out since then”, etc. Needless to say that the atomic events, or
states, which form execution traces on which safety properties are defined,
can be quite abstract: not all the details of a system execution are relevant

17



18 CHAPTER 3. SAFETY PROPERTIES

for the particular safety property of interest. In the context of monitoring,
these relevant events or states can be extracted by means of appropriate
instrumentation of the system. For example, runtime monitoring systems
such as Tracematches [3] and MOP [10] use aspect-oriented technology to
“hook” relevant observation points and appropriate event filters in a system.

It is customary to define safety properties as properties over infinite
traces, to capture the intuition that they are defined for systems that can
potentially run forever, such as reactive systems. A point in favor of infinite
traces is that finite traces can be regarded as special cases of infinite traces,
namely ones that “stutter” indefinitely in their last state (see, for example,
Abadi and Lamport [I}2]). Infinite traces are particularly desirable when one
specifies safety properties using formalisms that have infinite-trace semantics,
such as linear temporal logics or corresponding automata.

While “infinity” is a convenient abstraction that is relatively broadly-
accepted nowadays in mathematics and in theoretical foundations of com-
puter science, there is no evidence so far that a system can have an infinite-
trace behavior (we have not seen any). A disclaimer is in place here: we do
not advocate finite-traces as a foundation for safety properties; all we try
to do is to argue that, just because they can be seen as a special case of
infinite traces, finite traces are not entirely uninteresting. For example, a
safety property associated to a one-time-access key issued to a client can
be “activate, then use at most once, then close”. Using regular patterns
over the alphabet of relevant events ¥ = {activate, use, close}, this safety
property can be expressed as “activate - (€ + use) - close”; any trace that is
not a prefix of the language of this regular expression violates the property,
including any other activation or use of the key after it was closed. While
these finite-trace safety properties can easily be expressed as infinite-trace
safety properties, we believe that that would be more artificial than simply
accepting that in practice we deal with many finite-trace safety properties.

In this section we discuss various approaches to formalize safety prop-
erties and show that they are ultimately directly or indirectly equivalent.
We categorize them into finite-trace safety properties, infinite-trace safety
properties, and finite- and infinite-trace safety properties:

1. Section defines safety properties over finite traces as prefix closed
properties. A subset of finite-trace safety properties, that we call
persistent, contain only traces that “have a future” within the property,
that is, finite traces that can be continued into other finite traces that
are also in the safety property. Persistent safety properties appear to
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be the right finite-trace variant that corresponds faithfully to the more
conventional infinite-trace safety properties. Even though persistent
safety properties form a proper subset of finite-trace safety properties
and each finite-trace safety property has a largest persistent safety
property included in it, we show that there is in fact a bijection between
safety properties and persistent safety properties by showing them
both to have the cardinal of the continuum c.

2. In Section [3:2] we consider two standard infinite-trace definitions of a
safety property, one based on the intuition that violating behaviors must
manifest so after a finite number of events and the other based on the
intuition of a safety property as a closed set in an appropriate topology
over infinite-traces. We show them both equivalent to persistent safety
properties over finite traces, by constructing an explicit bijection (as
opposed to using cardinality arguments and infer the existence of a
bijection); consequently, infinite-trace safety properties also have the
cardinal of the continuum c. Since closed sets of real numbers are
in a bijective correspondence with the real numbers, we indirectly
rediscover Alpern and Schneider’s result [4] stating that infinite-trace
safety properties correspond to closed sets in infinite-trace topology.

3. Section considers safety properties defined over both finite and
infinite traces. We discuss two definitions of such safety properties
encountered in the literature, and, using cardinality arguments, we
show their equivalence with safety properties over only finite traces. In
particular, safety properties over finite and infinite traces also have the
cardinality of the continuum c. We also show that prefix-closeness is not
a sufficient condition to characterize (not even bijectively) such safety
properties, by showing that there are significantly more (2¢) prefix-
closed properties over finite and infinite traces than safety properties.

Therefore, each of the classes of safety properties is in bijection with the real
numbers. Since there are so many safety properties, we can also insightfully
conclude that there is no enumerable mechanism to define all the safety
properties, because Xy < ¢. Therefore, particular logical or syntactic recursive
formalisms can only define some of the safety properties, but not all of them.
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3.1 Finite Traces

One of the most common intuitions for a safety property is as a prefix-closed
set of finite traces. This captures best the intuition that once something
bad happened, there is no way to recover: if w ¢ P then there is no u
such that P(wu), which is equivalent to saying that if P(wu) then P(w),
which is equivalent to saying that P is prefix closed. From a monitoring
perspective, a prefix closed property can be regarded as one containing all
the good (complete or partial) behaviors of the observed system: once a
state is encountered that does not form a good behavior together with the
previously observed states, then a violation can be reported.

Definition 1 Let prefixes: ¥* — P(X*) be the prefix function returning
for any finite trace all its prefizes, and let prefixes: P(X*) — P(X*) be its
corresponding closure operator that takes sets of finite traces and closes them
under prefizes.

Note that prefixes: P(X*) — P(X*) is indeed a closure operator (Ex-
ercise [2): it is extensive (P C prefixes(P)), monotone (P C P’ implies
prefixes(P) C prefixes(P')), and idempotent (prefixes(prefixes(P)) = prefixes(P)).

Definition 2 Let Safety™ be the set of finite-trace prefiz-closed properties,
that is, the set {P € P(X*) | P = prefixes(P)}. In other words, Safety” is
the set of fized points of the prefix operator prefixes : P(3X*) — P(X*).

The star superscript in Safety * reflects that its traces are finite; in the
next section we will define a set Safety® of infinite-trace safety properties.
Since prefixes(P) € Safety™ for any P € P(¥X*), we can assume from here on
that prefixes: P(X*) — P(X*) is actually a function P(X*) — Safety ™.

Example 1 Consider the one-time-access key safety property discussed
above, saying that a client can “activate, then use at most once, and then
close” the key. If ¥ = {activate, use, close}, then this safety property can be
expressed as the finite set of finite words

{€, activate, activate close, activate use, activate use close}

No other behavior is allowed. Now suppose that the safety policy is extended
to allow multiple uses of the key once activated, but still no further events
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once it is closed. The extended safety property has now infinitely many
finite-traces:

{e} U{activate} - {use" | n € N} - {e, close}.

Note that this property is indeed prefix-closed. A monitor in charge of online
checking this safety property would report a violation if the first event is
not activate, or if it encounters any second activate event, or if it encounters
any event after a close event is observed, including another close event.

It is interesting to note that this finite-trace safety property encompasses
both finite and infinite aspects. For example, it does not preclude behaviors in
which one sees an activate event and then an arbitrary number of use events;
use events can persist indefinitely after an activate event without violating
the property. On the other hand, once a close event is encountered, no other
event can be further seen. We will shortly see that the safety property above
properly includes the persistent safety property {e} U{activate use™ | n € N},
which corresponds to the infinite-trace safety property {activate use’}. O

While prefix closeness seems to be the right requirement for a safety
property, one can argue that it is not sufficient. For example, in the context
of reactive systems that supposedly run forever, one may think of a safety
property as one containing safe finite traces, that is, ones for which the
reactive system can always find a way to continue its execution safely. The
definition of safety properties above includes, among other safety properties,
the empty set of traces as well as all prefix-closed finite sets of finite traces;
any reactive system will eventually violate such safety properties, so one can
say that the definition of safety property above is too generous.

We next define persistent safety properties as ones that always allow
a future; intuitively, an observed reactive system that is in a safe state
can always (if persistent enough) find a way to continue its execution to
a next safe state. This notion is reminiscent of “feasibility”, a semantic
characterization of fairness in [7], and of “machine closeness” [I}, 49], also
used in the context of fairness.

Definition 3 Let PersistentSafety™ be the set of finite-trace persistent safety
properties, that is, safety properties P € Safety™ such that if P(w) for some
w € X* then there is some a € ¥ such that P(wa).

If a persistent safety property is non-empty, then note that it must contain
an infinite number of words. The persistency aspect of a finite-trace safety
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property can be regarded, in some sense, as a liveness argument. Indeed,
assuming that it is a “good thing” for a trace to be indefinitely continued,
then a persistent safety property is one in which the “good thing” always
eventually happens. If one takes the liberty to regard “stuck” computations
as unfair, then the persistency aspect above can also be regarded as a fairness
argument.

Another way to think of persistent safety properties is as a means to refer
to infinite behaviors by means of finite traces. This view is, in some sense,
dual to the more common approach to regard finite behaviors as infinite
behaviors that stutter infinitely in a “last” state (see, for example, Abadi
and Lamport [I} 2] for a formalization of such last-state infinite stuttering).

Note that if ¥ is a degenerate set of events containing only one element,
that is, if |X| = 1, then |Safety*| = Ry and |PersistentSafety *| = 2; indeed, if
¥ = {a} then Safety* contains precisely the finite properties a<" = {a’ | 0 <
i < n} for each n € N plus the infinite property {a" | n € N}, so a total of
Ng + 1 = R properties, while PersistentSafety* contains only two properties,
namely () and {a™ | n € N}. The case when there is only one event or state in
3 is neither interesting nor practical. Therefore, from here on in this paper
we take the liberty to assume that |X| > 2. Since in practice ¥ contains
states or events generated by a computer, for simplicity in stating some of the
subsequent results, we also take the liberty to assume that || < Rg; therefore,
Y. can be any finite or recursively enumerable set, including N, N, Q, etc.,
but cannot be R or any set “larger” than R. With these assumptions, it
follows that |X*| = Ng (finite words are recursively enumerable) and |X¢| = ¢
(infinite streams have the cardinality of the continuum).

Proposition 1 Safety™ and PersistentSafety™ are closed under union; Safety™
1s also closed under intersection.

Proof: The union and the intersection of prefix-closed properties is also

prefix-closed. Also, the union of persistent prefix-closed properties is also

persistent. O
The intersection of persistent safety properties may not be persistent:

Example 2 Let ¥ be the set {0,1}. Let P = {1™ | m € N} and P’ =
{e} U{10™ | m € N} be two persistent safety properties, where € is the
empty word (the word containing no letters). Then P N P’ is the finite
safety property {e,1}, which is not persistent. If one thinks that this
happened because P N P’ does not contain any proper (i.e., non-empty)
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persistent property, then one can take instead the persistent safety properties
P={0"|neN}-{1"|me N}and P' = {0" | n € N}-({e}u{10™ | m € N},
whose intersection is the safety property {0" | n € N} U{0"1 | n € N}. This
safety property is not persistent because its words ending in 1 cannot persist,
but it contains the proper persistent safety property {0" | n € N}. ]

Therefore, we can associate to any safety property in Safety™ a largest
persistent safety property in PersistentSafety*, by simply taking the union
of all persistent safety properties that are included in the original safety
property (the empty property is one of them, the smallest):

Definition 4 For a safety property P € Safety™, let P° € PersistentSafety™
be the largest persistent safety property with P° C P.

The following example shows that one may need to eliminate infinitely
many words from a safety property in order to obtain a persistent safety

property:

Example 3 Let ¥ = {0,1} and let P be the safety property {0" | n €
N} U{0™1 | n € N}. Then P° can contain no word ending with a 1 and can
contain all the words of 0’s. Therefore, P° = {0" | n € N}. ]

Finite safety properties obviously cannot contain any non-empty persis-
tent safety property, that is, P° = () if P is finite. But what if P is infinite?
Is it always the case that it contains a non-empty persistent safety property?
Interestingly, it turns out that this is true if and only if ¥ is finite:

Proposition 2 If Y is finite and P is a safety property containing infinitely
many words, then P° # ().

Proof: For each letter a € X, let us define the derivative of P wrt a,
written d,(P), as the language {w € ¥* | aw € P}. Since

P={uJ{a}-6u(P)

A

since X is finite, and since P is infinite, it follows that there is some a; € ¥
such that d,,(P) is infinite; note that a; € P since P is prefix closed.
Similarly, since d4, (P) is infinite, there is some ag € ¥ such that 64, (64, (P))
is infinite and ajas € P. Iterating this reasoning, we can find some a, € X
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for each n € N, such that ajas...a, € P and 04, (- - (0ay(0a, (P))) --+) is
infinite, that is, the set {w € ¥* | ajas...a,w € P} is infinite. It is now
easy to see that the set {ajaz2...a, | n € N} C P is persistent. Therefore,
P #£ 0. O

The following example shows that > must indeed be finite in order for
the result above to hold:

Example 4 Consider some infinite set of events or states 3. Then we can
label distinct elements in 3 with distinct labels in NU {oo}. We only need
these elements from Y; therefore, without loss of generality, we can assume
that ¥ = NU {oo}. Let P be the safety property

{e}U{ocon(n—1)...(m+1)m|0<m <n+1},

where € is the empty word (the word containing no letters) and n...(n+ 1)
is also the empty word for any n € N. Then P° is the empty property.
Indeed, note that any persistent safety property P’ included in P cannot
have traces ending in 0, because those cannot be continued into other traces
in P; since P’ cannot contain traces ending in 0, it cannot contain traces
ending in 1 either, because such traces can only be continued with a 0 letter
into traces in P, but those traces have already been decided that cannot be
part of P’; inductively, one can show that P’ can contain no words ending in
letters that are natural numbers in N. Since the only trace in P ending in co
is oo itself and since co can only be continued with a natural number letter
into a trace in P but such trace cannot belong to P’, we deduce that P’ can
contain no word with letters in . In particular, P° must be empty. O

Even though we know that the largest persistent safety property P°
included into a safety property P always exists because PersistentSafety*
is closed under union, we would like to have a more constructive way to
obtain it. A first and obvious thing to do is to eliminate from P all the
“stuck” computations, that is, those which cannot be added any new state
to obtain a trace that is also in P. This removal step does not destroy the
prefix-closeness of P, but it may reveal new computations which are stuck.
By iteratively eliminating all the computations that get stuck in a finite
number of steps, one would expect to obtain a persistent safety property,
namely precisely P°. It turns out that this is indeed true only if ¥ is finite.
If that is the case, then the following can also be used as an alternative
definition of P°:
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Proposition 3 Given safety property P € Safety*, then let P~ be the
property {w € P|(Ja € X)wa € P}. Also, let {P; | i € N} be properties
defined as Py = P and Piyw = P, for all i > 0. Then P° = (5o b
whenever X is finite. -

Proof: It is easy to see that if P is prefix-closed then P~ C P is also
prefix-closed, so P~ is also a property in Safety*. Therefore, the properties
P; form a sequence P = Py 2 P; O P, O --- of increasingly smaller safety
properties.

Let us first prove that (), P; is a persistent safety property. Assume
by contradiction that for some w € (1,5 Py there is no a € ¥ such that
wa € (V5o Pi- In other words, we can find for each a € ¥ some i, > 0
such that wa € P;,. Since ¥ is finite, we can let i be the largest among
the natural numbers i, € N for all @ € 3. Since P; C P;, for all a € %,
it should be clear that there is no a € X such that wa € P;, which means
that w ¢ Pi11. This contradicts the fact that w € (1,5, FP;. Therefore,
Ni>o Pi € PersistentSafety *. -

“Let us now prove that Ni>o P is the largest persistent safety property
included in P. Let P’ be any persistent safety property included in P. We
show by induction on i that P’ C P; for all : € N. The base case, P’ C Py,
is obvious. Suppose that P’ C P; for some i € N and let w € P’. Since P’
is persistent, there is some a € X such that wa € P’ C P;, which means
that w € P;4q1. Since w was chosen arbitrarily, it follows that P’ C P;,1.
Therefore, P’ C ;5o Pi- 0

We next show that the finiteness of ¥ was a necessary requirement in
order for the result above to hold. In other words, we show that if X is
allowed to be infinite then we can find a safety property P € Safety™ over X
such that P° € PersistentSafety* and [),~, P; € Safety™ are distinct. Since
we showed in the proof of Proposition [3] that any persistent safety property
P’ is included in (5o P, it follows that P° C (\,~,F;. Since P° is the
largest persistent safety property included in P, one can easily show that
P° = (>0 P%)°. Therefore, it suffices to find a safety property P such that
Niso P is not persistent, which is what we do in the next example:

Example 5 Consider the safety property P over infinite ¥ = N U {oco}
discussed in Example 4] namely {¢} U{ocon(n—1)...(m+1)m | 0<m <
n + 1}. Then one can easily show by induction on i € N that the properties
P; defined in Proposition [3] are the sets {e} U{ocon (n—1)...(m+1)m |i <
m < n+ 1}; in other words, each P; excludes from P all the words whose
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last letters are smaller than ¢ when regarded as natural numbers. Then the
intersection (),~, P contains no trace ending in a natural number; the only
possibility left is then (0);», P = {€, 0o}, which is different from P° = () (see
Example . B

One may argue that P° # (1),~, P; above happened precisely because
P° was empty. One can instead pick the safety property Q = {0" | n €
N} - P. Then one can show following the same idea as in Example 4| that
Q° = {0™ | n € N}. Further, one can show that @; = {0" | n € N} - P;, so
Niso Qi = {0" | n € N} U {0"00 | n € N}, which is different from Q°. O

Persistency is reminiscent of “feasibility” introduced by Apt et al. [7] in
the context of fairness, and of “machine closeness” introduced by Abadi and
Lamport [1l 2] (see also Schneider [49]) in the context of refinement. Let us
use the terminology “machine closeness”: a property L (typically a liveness
or a fairness property) is machine closed for a property M (typically given
as the language of some state machine) iff L does not prohibit any of the
observable runtime behaviors of M, that is, iff prefixes(M) = prefixes(M N L);
for example, if M is the total property (i.e., every event is possible at
any moment, i.e., M = ¥*) and L is the property stating that “always
eventually event a”, then any prefix of M can be continued to obtain a
property satisfying L. Persistency is related to machine closeness in that a
safety property P is persistent if and only if P° is machine closed for P. In
other words, there is nothing P can do in a finite amount of time that P°
cannot do. However, there is a caveat here: since liveness and fairness are
inherently infinite-trace notions, machine closeness (or feasibility) have been
introduced in the context of infinite-traces. On the other hand, persistency
makes sense only in the context of finite traces.

It is clear that PersistentSafety” is properly included in Safety*. Yet, we
next show that, surprisingly, there is a bijective correspondence between
Safety* and PersistentSafety ™, both having the cardinal of the continuum:

Theorem 1 |PersistentSafety™| = |Safety™| = c.

Proof: Since ¥* is recursively enumerable and since 2% = ¢, we can
readily infer that |PersistentSafety*| < |Safety*| < |P(X*)| = c.

Let us now define an injective function ¢ from the open interval of
real numbers (0,1) to PersistentSafety*. Since |X| > 2, let us distinguish
two different elements in ¥ and let us label them 0 and 1. For a real

€ (0,1), let p(r) be the set {@ | a« € {0,1}* and 0.a0 < r}, where 0.«
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is the (rational) number in (0, 1) whose decimals in binary representation
are «, and where @ is the word in ¥* corresponding to «. Note that the
set p(r) € P(X*) is prefix-closed for any r € (0,1), and that if w € ¢(r)
then also w0 € ¢(r) (the latter holds since, by real numbers conventions,
0.ac = 0.a0), so p(r) € PersistentSafety*. Since the set of rationals with
finite number of decimals in binary representation is dense in R (i.e., it
intersects any open interval in R) and in particular in the interval (0, 1), it
follows that the function ¢ : (0,1) — PersistentSafety * is injective: indeed,
if 11 # ry € (0,1), say r1 < ro, then there is some a € {0,1}* such
that r1 < 0.a < ra, so ¢(r1) # @(r2). Since the interval (0,1) has the
cardinal of the continuum ¢, the existence of the injective function ¢ implies
that ¢ < |PersistentSafety*|. By the Cantor-Bernstein-Schroeder theorem it
follows that |PersistentSafety *| = |Safety *| = c. O

From safety: The proof above could have been rearranged to
avoid the need to use the set PersistentSafety*. However, we
prefer to keep it for two reasons:

1. For finite-traces, persistent safety properties appear to be
more natural in the context of reactive systems than just
prefix closed properties;

2. Persistent safety properties play a technical bridge role in the
next section to show that the infinite-trace safety properties
also have the cardinal c.

With regards to finite-traces, persistent safety properties appear to be
more natural in the context of reactive systems than just prefix-closed
properties. Also, persistent safety properties play a technical bridge role in
the next section to show that the infinite-trace safety properties also have
the cardinal c.

3.2 Infinite Traces

The finite-trace safety properties defined above, persistent or not, rely on the
intuition of a correct prefix: a safety property is identified with the set of all
its finite prefixes. In the case of a persistent safety property, each “informal”
infinite acceptable behavior is captured by its infinite set of finite prefixes.
Even though persistent safety properties appear to capture well in a finite-
trace setting the intuition of safety in the context of (infinite-trace) reactive
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systems, one could argue that it does not say anything about unacceptable
infinite traces. Indeed, one may think that persistent safety properties do not
capture the intuition that if an infinite trace is unacceptable then there must
be some finite prefix of it which is already unacceptable. In this section we
show that there is in fact a bijection between safety properties over infinite
traces and persistent safety properties over finite traces as we defined them
in the previous section.
We start by extending the prefixes function to infinite traces:

Definition 5 Let prefixes: X% — P(X*) be the function returning for any
infinite trace w all its finite prefives prefixes(u), and let prefixes: P(X%) —
P(X*) be its corresponding extension to sets of infinite traces.

Note that prefixes(S) € PersistentSafety* for any S € P(X%), so prefixes
is in fact a function P(X“) — PersistentSafety *.

The definition of safety properties over infinite traces below appears to
be the most used definition of a safety property in the literature; at our
knowledge, it was formally introduced by Alpern and Schneider [4], but they
credit the insights of their definition to Lamport [36].

Definition 6 Let Safety® be the set of infinite-trace properties Q € P(3%)
s.t.: if u & Q then there is a finite trace w € prefixes(u) s.t. wv € Q for any
veE XY,

In other words, if an infinite behavior violates the safety property then
there is some finite-trace “violation threshold”; once the violation threshold
is reached, there is no chance to recover.

The following proposition can serve as an alternative and more compact
definition of Safety®:

Proposition 4 Safety” = {Q € P(X¥) | u € Q iff prefixes(u) C prefixes(Q)}.

Proof:  Since u € Q implies prefixes(u) C prefixes(Q), the only thing left
to show is that @) € Safety® iff “prefixes(u) C prefixes(Q) implies u € Q7;
the latter is equivalent to “u & @ implies prefixes(u) € prefixes(Q)”, which
is further equivalent to “u ¢ @ implies there is some w € prefixes(u) s.t.
w ¢ prefixes(Q)”, which is indeed equivalent to @) € Safety®. O
Another common intuition for safety properties over infinite traces is
as closed sets in the topology corresponding to ¥¢“. Alpern and Schneider
captured formally this intuition for the first time in [4]; then it was used as
a convenient definition of safety by Abadi and Lamport [1l 2] among others:
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Definition 7 An infinite sequence uV, w?, ..., of infinite traces in L

converges to u € ¥, or u is a limit of v, u®, ..., written u = lim; u®,
iff for all m > 0 there is an n > 0 such that ugi)ug) . qu) = UUg . . . U fOT
alli > n. If Q € P(X¥) then Q, the closure of Q, is the set {lim; u®® | u( €
Q for all i € N}.

It can be easily shown that the overline closure above is indeed a closure
operator on ¢, that is, it is extensive (Q C @), monotone (@ C @’ implies

QC @), and idempotent (@ = @), see Exercise
Definition 8 Let Safetys) be the set of properties {Q € P(X%) | Q = Q}.

As expected, the two infinite-trace safety property definitions are equiva-
lent; we have not found any formal proof in the literature, so for the sake of
completeness we give a simple proof here:

Proposition 5 Safety; = Safety®.

Proof:  All we need to prove is that for any @ € P(X¥) and any u € X,
prefixes(u) C prefixes(Q) iff u = lim; u(¥) for some infinite sequence of infinite
traces vV, v, .. in Q. If prefixes(u) C prefixes(Q) then one can find for
(1), (i) (i)

1

Uy’ ...u, , so for each
m > 0 one can pick n = m such that ujus...u, = u&i)ug) . ug,? for all
i >n, sou=lim; u”. Conversely, if v = lim; u(" for some infinite sequence
of infinite traces v*), u?), ... in Q, then for any m > 0 there is some n > 0
such that wjus ... Uy = ugn)ugn) e ugf), that is, for any prefix of u there is
some u' € @ having the same prefix, that is, prefixes(u) C prefixes(Q)). O
The next result establishes the relationship between infinite-trace safety
properties and finite-trace persistent safety properties, by proposing a con-
crete bijective mapping relating the two (as opposed to using cardinality
arguments to indirectly show only the existence of such a mapping). There-
fore, there is also a bijective correspondence between safety properties over

infinite traces and the real numbers:

each i > 0 some u(” € Q such that ujus...u; = u

Note there are 2¢ properties over %

Theorem 2 |Safety”| = |PersistentSafety™| = c.
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Proof:  We show that there is a bijective function between the two sets
of safety properties. Recall that prefixes(S) € PersistentSafety* for any S €
P(X¥), that is, that prefixes is a function P(X“) — PersistentSafety*. Let
prefixes : Safety” — PersistentSafety * be the restriction of this prefix function
to Safety“. Let us also define a function w : PersistentSafety* — Safety® as
follows: w(P) = {u € ¢ | prefixes(u) C P}. This function is well-defined: if
u ¢ w(P) then by the definition of w(P) there is some w € prefixes(u) such
that w ¢ P; since w € prefixes(wv) for any v € ¥, it follows that wv & w(P)
for any v € X¢.

We next show that prefixes and w are inverse to each other. Let us first
show that prefixes(w(P)) = P for any P € PersistentSafety*. The inclusion
prefixes(w(P)) C P follows by the definition of w(P): prefixes(u) C P for any
u € w(P). The inclusion P C prefixes(w(P)) follows from the fact that P is a
persistent safety property: for any w € P one can iteratively build an infinite
sequence v1, v, ..., such that wvy, wvjve, ... € P, so wvyve... € w(P). Let us
now show that w(prefixes(Q))) = @ for any @ € Safety”. The inclusion @ C
w(prefixes(Q)) is immediate. For the other inclusion, let u € w(prefixes(Q)),
that is, prefixes(u) C prefixes(Q)). Suppose by contradiction that u ¢ Q.
Then there is some w € prefixes(u) such that wv € @ for any v € ¥*. Since
w € prefixes(u) and prefixes(u) C prefixes(Q), it follows that w € prefixes(Q),
that is, that there is some v’ € @Q such that v’ = wv for some v € X*. This
contradicts the fact that wv € @ for any v € 3“. Consequently, u € Q.

The second part follows by Theorem O

3.3 Finite and Infinite Traces

It is also common to define safety properties as properties over both finite
and infinite traces, the intuition for the finite traces being that of unfinished
computations. For example, Lamport [37] extends the notion of safety in
Definition [6] to properties over both finite and infinite traces, while Schneider
et al [b0, [19] give an alternative definition of safety over finite and infinite
traces. We define both approaches shortly and then show their equivalence
and their bijective correspondence with real numbers. Before that, we argue
that the mix of finite and infinite traces is less trivial than it may appear,
by showing that there are significantly more prefix closed properties than in
the case when only finite traces were considered.

Definition 9 Let PrefixClosed™ be the set of prefiz-closed sets of finite and
infinite traces: for @ C ¥* U XY, @ € PrefixClosed™* iff prefixes(Q) C Q.
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Also, let PersistentPrefixClosed™“ be the set of persistent prefiz-closed sets
of finite and infinite traces: for Q € PrefixClosed™, it is the case that
Q) € PersistentPrefixClosed™ <= if Q(w) for some w € ¥* then that there
is some a € ¥ such that Q(wa).

The next result says that there is a bijective correspondence between
prefix-closed and persistent prefix-closed properties also in the case of finite
and infinite traces, but that there are exponentially more such properties
than in the case of just finite traces:

Proposition 6 |PersistentPrefixClosed™*| = |PrefixClosed™*| = 2°.

Proof:  We show 2¢ < |PersistentPrefixClosed *“| < |PrefixClosed **| < 2¢,
where the middle inequality is immediate. For 2¢ < |PersistentPrefixClosed |,
let us define ¢ : P((0,1)) — PersistentPrefixClosed ' as

p(R) = | {a} U prefixes(a)
0.c€R

where we assume for any real number in the interval (0,1) its decimal binary
representation 0.cv with @ € {0,1}* (if the number is rational then o may
contain infinitely many ending 0’s), and @ is the infinite trace in X* replacing
each 0 and 1 in o by 0 and 1, respectively, where 0 and 1 are two arbitrary
but fixed distinct elements in ¥ (recall that |¥| > 2. Note that p(R) is
well-defined: it is clearly prefix-closed and it is also persistent because its
finite traces are exactly prefixes of infinite traces, so they admit continuations
in p(R). It is easy to see that ¢ is injective. Since |(0,1)| = ¢, we conclude
that 2¢ < |PersistentPrefixClosed *|.

To show |PrefixClosed *“| < 2¢, note that any property in PrefixClosed ***
is a union of a subset in ¥* and a subset in X¢, so |PrefixClosed | <
212192l Since |E*] = R, [2¢| = ¢, 2% = ¢, and ¢-2° = 2¢ (by absorption
of transfinite cardinals), we get that |PrefixClosed **| < 2°¢. O

The fact that properties in PersistentPrefixClosed *** contain also infinite
traces was crucial in showing the injectivity of ¢ in the proof above. A
similar construction for the finite trace setting does not work. Indeed, if
one tries to define a function ¢:P((0,1)) — PersistentSafety* as p(R) =
Uo.acr Prefixes(@), then one can show it well-defined but cannot show it
injective: e.g., ¢((0,0.5)) = ¢((0,0.5]).

Since safety properties over finite and infinite traces are governed by
the same intuitions as safety properties over only finite or over only infinite
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traces, the result above tells us that prefix closeness is not a sufficient
condition to properly capture the safety properties. Schneider [50] proposes
an additional condition in the context of his EM (execution monitoring)
framework, namely that if an infinite trace is not in the property, then there
is a finite prefix of it which is not in the property either. It is easy to see
that this additional condition is equivalent to saying that an infinite trace
is in the property whenever all its finite prefixes are in the property, which
allows us to compactly define safety properties over finite and infinite traces
in the EM style as follows:

Definition 10 Safetyf;; = {Q C E*UX¥ | u € Q iff prefixes(u) C Q}.

Note that Safetygy C PrefixClosed **. We will shortly show that Safety /iy
is in fact much smaller than PrefixClosed **, by showing that [Safetygjy | = c.

The consecrated definition of a safety property in the context of both
finite and infinite traces is perhaps the one proposed by Lamport in [37],
which relaxes the one in Definition [6] by allowing u to range over both finite
and infinite traces:

Definition 11 Let Safety™™ be the set of finite- and infinite-trace properties
{QC¥UXY | u¢g Q= (Fw e prefixes(u)) (Vv € X UEY) wv € Q}

Schneider informally stated in [50] that the two definitions of safety above
are equivalent. It is not hard to show it formally:

Proposition 7 Safetyf,; = Safety™“.

Proof: First note that Safety* C PrefixClosed ™“: if wu € Q € Safety ™
and w ¢ @ then there is some w’ € prefixes(w), say w = w'w”, such that
w'v € Q for any v, in particular w'w”u & @, which contradicts wu € Q.

Safety ™ C Safetygy: let @ € Safety ™ and u € L*UX¥ s.t. prefixes(u) C
Q; if u € @ then there is some w € prefixes(u) s.t. wv & @ for any v, in partic-
ular for v the empty word, that is, w ¢ @, which contradicts prefixes(u) C Q.

Safetyf;; C Safety™“: let u & Q € Safetygs; then prefixes(u) Z @, that
is, there is some w € prefixes(u) s.t. w ¢ Q; since Q is prefix-closed, it
follows that wv & @ for any v € ¥* U X%, O

We next show that there is a bijective correspondence between the safety
properties over finite or infinite traces above and the finite trace safety
properties in Section
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Theorem 3 |Safety™*| = \Safetyé,’\;])

= |Safety*| = c.

Proof:  Safety* C Safetyé,’\‘/‘l’ since the properties in SafetyE,’\jf are prefix-
closed, so |Safety*| < [Safetygj |-

Since the functions prefixes: P(X*) — P(X*) and prefixes: P(X¢) —
P(2*) have actual co-domains Safety™ and PersistentSafety *, respectively,
they can be organized as a function prefixes: Safetyé,’clj — Safety*. Let us
show that this function is injective. Let us assume Q # Q' € SafetyE,’\j‘l) )
say u € @Q and u &€ @', s.t. prefixes(Q)) = prefixes(Q'). Since u € Q €
Safetyfy, it follows that prefixes(u) C prefixes(Q) C @, which implies that
prefixes(u) C prefixes(Q') C Q'; since Q' € Safetyyy, it follows that u € @,
contradiction. Therefore, prefixes:SafetyE,’\‘,*lj — Safety* is injective, which
proves that Safetyf;, < Safety™.

The rest follows by Proposition [7] and Theorem 0

3.4 “Always Past” Characterization

Another common way to specify safety properties is by giving an arbitrary
property on finite traces, not necessarily prefix closed, and then to require
that any acceptable behavior must have all its finite prefixes in the given
property. A particularly frequent case is when one specifies the property
of the finite-prefixes using the past-time fragment of linear temporal logics
(LTL). For example, Manna and Pnueli [39] call the resulting “always (past
LTL)” properties safety formulae; many other authors, including ourselves,
adopted the terminology “safety formula” from Manna and Pnueli, although
some qualify it as “LTL safety formula”. An example of an LTL safety
formula is “always (b implies eventually in the past a)”, written using LTL
notation as “CJ(b — ¢a)”; here the past time formula “b — ¢a” compactly
specifies all the finite-traces

{wsw's’ | w,w' € ¥*, s, € 3, a(s) and b(s") hold} | J
{ws | w e ¥*, s € ¥, b(s) does not hold}.

From safety: We will investigate the case when safety prop-
erties are expressed as LTL safety formulae, as well as optimal
monitoring techniques for such safety properties, in Section[0.3

In the remainder of this section we assume that the past time prefix properties
are given as ordinary sets of finite-traces (so we make abstraction of how
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these properties are expressed) and show not only that the resulting “always
past” properties are safety properties, but also that any safety properties can
be expressed as an “always past” property. This holds for all the variants
of safety properties (i.e., over finite traces, over infinite traces, or over both
finite and infinite traces).

Definition 12 Let P C X* be any property over finite traces. Then we
define the “always past” property LJP as follows:

(finite traces) {w € ¥* | prefixes(w) C P}; and
(infinite traces) {u € X | prefixes(u) C P}; and
(finite and infinite traces) {u € ¥* UX¥ | prefixes(u) C P}.

Let Safety?, Safety’] and Safety’™ be the corresponding sets of properties.

From safety: In Section we show that the language L(Op),
that corresponds to the LTL safety formula Uy for ¢ some past-
time LTL formula, is a property in Safety®. If one was interested
in a finite-trace or in a both finite and infinite trace semantics of
LTL, then one could have shown that L(Og) € Safety? or that
L(Op) € Safetys”.

Intuitively, one can regard the square “[1” as a closure operator. Tech-
nically, it is not precisely a closure operator because it does not operate
on the same set: it takes finite-trace properties to any of the three types
of properties considered. Since prefixes takes properties back to finite-trace
properties, we can show the following result saying that the square is a
“closure operator via prefixes”, and that safety properties are precisely the
sets of words which are closed this way:

Proposition 8 The following hold for all three types of safety properties:
o (prefixes(CP)) = OP for any P C ¥*;
e Q is a safety property iff O(prefixes(Q)) = Q.

Proof: Left as an exercise to the reader. See Exercise B O
We next show that the “always past” properties are all safety properties
and, moreover, that any safety property can be expressed as an “always past”

property:
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Theorem 4 The following hold:
o Safety = Safety™,
o Safety® = Safety”, and
o Safety’” = Safety™.

Therefore, each of the “always past” safety properties have the cardinal c.

Proof:  We prove each of the equalities by double inclusion.

Safety?; C Safety™. It is true because any property P in Safety is prefix-
closed.

Safety™ C Safetyf. If P € Safety* then we claim that P = OP, so P €
Safety?. Indeed, since P is prefix-closed, prefixes(w) C P for any
w € P, so w € OP; also, since w € prefixes(w), it follows that for any
w e P, w e P.

Safety) C Safety“. Let LJP be an “always past” property in Safety®, and
let u be an infinite trace in X“ such that u ¢ OP. Then it follows
that prefixes(u) € P, that is, there is some w € prefixes(u) such that
w ¢ P. Since w € prefixes(wv) for any v € X“, it means that there
is no v € 0P such that prefixes(wv) C P, that is, there is no v € ¢
such that wv € OP. Therefore, P € Safety“.

Safety® C Safety. If Q € Safety® then we claim that @ = Oprefixes(Q).
The inclusion @ C Oprefixes(Q) is clear, because u € @ implies

prefixes(u) C prefixes(Q). For the other inclusion, note that if prefixes(u) C

prefixes(Q) for some u € ¢, then v must be in @Q: if u € @ then by
the definition of ) € Safety®, there is some w € prefixes(u) which
cannot be completed into an infinite trace in ), which contradicts
prefixes(u) C prefixes(Q).

Safety™ C Safety**. By Proposition |7} it suffices to show that SafetyZ™ C
Safetyf;;. Let OP be an “always past” property in Safety;, and let
u € ¥*UX® such that prefixes(u) C prefixes(CIP). Since prefixes(CIP) C
P, it follows that u € OP; therefore, P € Safetyg; .

Safety ** C Safetya’w. It is straightforward to see that @) € SafetyE,’\;l" implies
@ = Oprefixes(Q).
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The cardinality part follows by Theorems and O

Proposition [§] and Theorem [ give yet another characterization for safety
properties over any of the three combinations of traces, namely one in the
style of the equivalent formulation of safety over infinite traces in Proposition
Q is a safety property iff it contains precisely the words whose prefixes
are in prefixes(Q).

Exercises

Exercise 2 The prefixes: P(X*) — P(X*) in Definition |1 is a closure
operator: it is extensive (P C prefixes(P)), monotone (P C P’ implies
prefixes(P) C prefixes(P') ), and idempotent (prefixes(prefixes(P)) = prefixes(P) ).

Exercise 3 (C’ounter—)Ea:ample showed that the finiteness of ¥ was nec-
essary in order for Proposition | to hold, by defining a property P over
Y =NU{oo} in which all non-empty words start with co. Can we remove
oo from X and from all the words in P? Why, or why not?

Exercise 4 Same like Ezercise[3, but for Example[5 instead of Example [
Exercise 5 Prove Proposition [§

Exercise 6 The “closure under limits” operation in Definition[7 is indeed a
closure operator on ¥¥: it is extensive (Q C Q), monotone (Q C Q" implies

Q C Q'), and idempotent (Q = Q).



Chapter 4

Monitoring

In this section we give yet another characterization of safety properties,
namely as monitorable properties. Specifically, we formally define a monitor
as a (possibly infinite) state machine without final states but with a partial
transition function, and then we show that safety properties are precisely
the properties that can be monitored with such monitors. We then elaborate
on the problem of defining the complexity of monitoring a safety property,
discussing some pitfalls and guiding principles, and show that monitoring a
safety property can be an arbitrarily hard problem. Finally, we give a more
compact and mathematical equivalent definition of a monitor, which may be
useful in further foundational efforts in this area.

Relate our definition of a monitor with Schneider’s security
automata

4.1 Specifying Safety Properties as Monitors

Safety properties are difficult to work with as flat sets of finite or infinite
words, not only because they can contain infinitely many words, but also
because such a flat representation is inconvenient for further analysis. It is
important therefore to specify safety properties using formalisms that are
easier to represent and reason about.

37
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From safety: The next sections in this paper investigate several
dedicated formalisms that proved to be convenient in specifying
safety, such as finite state machines, reqular expressions and tem-
poral logics, together with corresponding limitations and efficient
monitor synthesis techniques.

Formalisms known to be useful for specifying safety properties include
regular expressions and temporal logics, which can be efficiently translated
into finite-state machines which can then be used as monitors. In this section
we formalize the intuitive notion of a monitor as a special state machine and
give yet another characterization of safety properties, namely as monitorable
properties. Since monitorable properties are completely defined by their
monitors, it follows that all safety properties can be specified by their
corresponding monitors.

Recall that we work under the assumption that > is a set of events or
program states such that |X| < R.

Definition 13 A Y-monitor, or just a monitor (when X is understood), is
a triple M = (S,s0, M : S x ¥ — S), where S is a set of states, sp € S is
the initial state, and M is a deterministic partial transition function.

Therefore, a monitor as defined above is nothing but a deterministic
state machine without final states. Moreover, the set of states is allowed to
be infinite, and the transition function has no complexity requirements (it
can even be undecidable). We could have defined monitors to be standard
state machines, but the subsequent technical developments would have been
slightly more involved.

From safety: In fact, we aim at shortly giving an even more
compact definition of a monitor, that we will call canonical moni-
tor, which appears to be sufficient to capture any safety property.

The intuition for a monitor is the expected one: the monitor is driven by
events generated by the observed program (the letters in ¥)—each newly
received event drives the monitor from its current state to some other state,
as indicated by the transition function M; if the monitor ever gets stuck,
that is, if the transition function M is undefined on the current state and
the current event, then the monitored property is declared violated at that
point by the monitor.
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For any partial function M :S x ¥ — S, we obey the following com-
mon notational convention. If s € S and w = wjws...w, € X*, we
write “M (s, w) |” whenever M (s, w) is defined, that is, whenever M (s, w)
and M (M (s,w1),w2) and ... and M (...(M(s,w1),w2)..., wy) are all defined,
which is nothing but only saying that M (...(M (s, w1), w3)..., wy) is defined.
If we write M (s,w) = s’ for some s’ € S, then, as expected, we mean that
M(...(M(s,w1),ws)...,wg) is defined and equal to s'.

A monitor specifies a finite-trace property, an infinite-trace property, as
well as a finite- and infinite-trace property:

Definition 14 Given a monitor M = (S,s9, M : S x ¥ — S), we define the
following properties:

b ‘C*(M) = {w S | M(SOaw) \l/};
o LYM)={ueX¥| M(sp,w)| for all w € prefixes(u)}, and
o LP¥(M) = LX(M)ULYM).

We call £L*(M) the finite-trace property specified by M, call LY (M) the
infinite-trace property specified by M, and call L**(M) the finite- and
infinite-trace property specified by M. Also, we let

Sm={seS| (FweX)M(sp,w) =s}
denote the set of reachable states of M.

A monitorable property is a property which can be specified by a monitor.
We next capture this intuitive notion formally:

Definition 15 For a property P C ¥* U X¥, we let Monitors(P) be the set
of monitors {M | L**(M) = P}. If Monitors(P) # 0 then P is called
monitorable and the elements of Monitors(P) are called monitors of P. We
define the following classes of properties:

e Monitorable* = {P C ¥* | P monitorable},
e Monitorable®” = {P C ¥“ | P monitorable}, and

e Monitorable®” = {P C ¥*UX¥ | P monitorable}.

The notion of persistence can also be adapted to monitors:
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Definition 16 A monitor M = (S,s9, M : S x ¥ — S) is persistent iff for
any reachable state s € Spq, there is an a € ¥ such that M (s,a) |. Let

e PersistentMonitorable* = {L*(M) | M persistent}

be the set of finite-trace properties monitorable by persistent monitors.

Our next goal is to show that each monitor admits a largest persistent
“submonitor”. To formalize it, we lift the conventional partial order relation
on partial functions to monitors:

Definition 17 If My = (S,s9, M1:S x ¥ — S) and Mo = (S, s, Ma: S X
¥ — S) are two monitors sharing the same states and initial state, then let
Mi E My, read My a submonitor of Mo, iff for any s € S and any a € 3,
if M1(s,a) is defined then Ms(s,a) is also defined and Ms(s,a) = Mi(s,a).

The above can be easily generalized to allow M to only have a subset
of the states of My, but we found that generalization unnecessary so far.

The above partial-order on monitors allows us to use conventional math-
ematics to obtain the largest persistent sub-monitor of a monitor:

Proposition 9 ({K | K T M and K persistent},C) is a complete (join)
semilattice for any monitor M.

Proof: If {K; = (5,50, K;:S x X — S) € M}ies is a set of persistent
monitors, then their supremum (or join) is the monitor I = (S, sp, K : S X
Y — S) where K(s,a) = s iff there is some i € I such that K;(s,a) = ¢'. It
is easy to see that IC is a well-defined monitor and that it is persistent. O

Since complete semilattices have maximum elements, the following defi-
nition is fully justified:

Definition 18 For any monitor M = (S, so, M : S x ¥ — S), we let M° =
(S, 80, M°:S x ¥ — S) be the C-mazximal element of the complete lattice
{K | KE M and K persistent}, C).

We next show that, as expected, there is a tight relationship between
persistent safety properties (Definition [3) and persistent canonical monitors.

Proposition 10 Let M = (S, s9, M :S x ¥ — S). Then the following hold:
o LY(M) = L(M®),
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o LX(M°) = L*(M)°, and
o M persistent iff L*(M) persistent.

Proof: The first property can be shown by the following sequence of
equivalences: u € LY(M) iff M (sg,w) | for all w € prefixes(u), iff there is
some persistent monitor L C M such as K(sg,w) | for all w € prefixes(u),
iff M°(sg,w) | for all w € prefixes(u), iff u € L£L¥(M°).

The second property can be shown as follows: w € £*(M°) iff M°(sp,w) {,
iff there is some u € £(M°) such that w € prefixes(u) (because M° is per-
sistent), iff there is some u € £“(M) such that w € prefixes(u) (by the first
property), iff there is some u € 3% such that w € prefixes(u) C L*(M),
iff there is some u € ¥¢ such that w € prefixes(u) C L£*(M)° (because
prefixes(u) is a persistent safety property), iff w € L*(M)°.

Finally, the third property is an immediate consequence of the second,
noticing that M is persistent iff it is equal to M°, and that £*(M) is
persistent iff it is equal to L*(M)°. O

Theorem 5 The following hold:
e Monitorable* = Safety™,
e Monitorable” = Safety”,
e Monitorable** = Safety™, and

e PersistentMonitorable* = PersistentSafety™.

Proof: First, note that the following hold for any monitor M:
e L*(M) € Safety™,
o [¥Y(M) € Safety”, and
o L*¥(M) € Safety ™.

These all follow by Theorem [4 taking P in Definition [I2] to be the property
{w € * | M(sp,w) |}, then OP over finite traces is precisely £*(M),
over infinite traces is precisely £“(M), and over finite and infinite traces
is precisely £**(M), so the three languages are in Safety, Safety, and
Safetya’w, respectively. Therefore, Monitorable* C Safety*, Monitorable“ C
Safety®, and Monitorable™ C Safety **.
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Second, note that we can associate a default monitor M p to any finite-
trace property P C ¥* namely (Sp,e, Mp:Sp x ¥ — Sp), where Sp =
prefixes(P), € is the empty word, and Mp(w, a) is defined iff wa € prefixes(P),
and in that case Mp(w,a) = wa. Moreover, it is easy to check that

o L*(Mp) = {w € X* | prefixes(w) C P} = OP (over finite traces) ,
o LY Mp)={ue x| prefixes(u) C P} =P (over infinite traces),

o LY(Mp) ={ueX*UX® | prefixes(w) C P} = OP (over both finite
and infinite traces).

Since P was chosen arbitrarily, it follows then by Theorem [4] that Safety™ C

Monitorable*, Safety“ C Monitorable®, and Safety *“ C Monitorable ***.
Finally, the equality PersistentMonitorable* = PersistentSafety* follows

by the first fact and by Proposition O

4.2 Complexity of Monitoring a Safety Property

We here address the problem of defining the complexity of monitoring. Before
we give our definition, let us first discuss some pitfalls in defining this notion.
Our definition for the complexity of monitoring resulted as a consequence of
trying to avoid these pitfalls. Let P be a safety property.

Pitfall 1.

The complezity of monitoring P is nothing but the complexity of
checking, for an input word w € ¥*, whether w € prefixes(P).

This would be an easy to formulate decision problem, but, unfortunately,
does not capture well the intuition of monitoring, because it does not require
that the word w be processed incrementally, as its letters become available
from the observed system. Incremental processing of letters can make a huge
difference in both how complex monitoring is and how monitoring complexity
can be defined. For example, it is well-known that the membership problem
of a finite word to the language of an extended regular expression (ERE), i.e.,
a regular expression extended with complement operators, is a polynomial
problem (the classic algorithm by Hopcroft and Ullman [27] runs in space
O(m? - n) and time O(m? - n), where m is the size of the word and n that of
the expression). However,

From safety: as shown in Section (6.1
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there are EREs defining safety properties whose monitoring requires non-
elementary space and time. Of course, this non-elementary lower-bound is
expressed only as a function of the size of the ERE representing the safety
property; it does not take into account the size of the monitored trace. This
leads us to our first guiding principle:

Principle 1.

The complexity of monitoring a safety property P should depend
only upon P, not upon the trace being monitored.

Indeed, since monitoring is a process that involves potentially unbounded
traces, if the complexity of monitoring a property P were expressed as a
function of the execution trace as well, then that complexity measure would
be close to meaningless in practice, because monitoring reactive systems
would have unbounded complexity. For example, consider an operating
system monitoring some safety property on how its resources are being used
by the various running processes; what one would like to know here is what
is the runtime overhead of monitoring that safety property at each relevant
event, and not the obvious fact that the more the operating system runs the
larger the total runtime overhead is.

Nevertheless, one can admittedly argue that it would still be useful to
know how complex the monitoring of P against a given finite trace w is,
in terms of both the size of (some representation of) P and the size of
w; however, this is nothing but a conventional membership test decision
problem, that has nothing to do with monitoring. If one picks some arbitrary
off-the-shelf efficient algorithm for membership testing and uses that at
each newly received event on the existing finite execution trace, then one
may obtain a “monitoring” algorithm whose complexity to process each
event grows in time, as events are processed. In the context of monitoring
a reactive system, that means that eventually the monitoring process may
become unfeasible, regardless of how many resources are initially available
and regardless of how efficient the membership testing algorithm is. What
one needs in order for the monitoring process to stay feasible regardless
of how many events are observed, is a special membership algorithm that
processes each event as received and whose state or processing time does
not increase potentially unbounded as events are received. Therefore, one
needs an algorithm which, if it takes resources R to check w, then it takes
at most R+ A to check a one-event continuation wa of w, where A does not
depend on w. In other words, one needs a monitor for P of complexity A.
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Pitfall 2.

P is typically infinite, so the complexity of monitoring P should
be a function of the size of some finite specification, or represen-
tation, of P.

Indeed, since Principle 1 tells us that the complexity of monitoring P is a
function of P only and not of the monitored trace, one may be tempted to
conclude that it is a function of the size of some convenient encoding of P.
There are at least two problems with this approach, that we discuss below.

e One problem is that the same property P can be specified in many

different ways as a structure of finite size; for example, it can be
specified as a regular expression, as an extended regular expression, as
a temporal logic formula, as an ordinary automaton, as a push-down
automaton, etc. These formalisms may represent P as specifications of
quite different sizes. Which is the most appropriate? It is, nevertheless,
interesting and important to study the complexity of monitoring safety
properties expressed using different specification formalisms, as a func-
tion of the property representation size, because that can give us an
idea of the amount of resources needed to monitor a particular specifi-
cation. However, one should be aware that such a complexity measure
is an attribute of the corresponding specification formalisms, not of the
specified property itself. Indeed, the higher this complexity measure
for a particular formalism, the higher the encoding strength of safety
properties in that formalism: for example, the complexity of monitoring
safety properties expressed as EREs is non-elementary in the size of the
original ERE, while the complexity of monitoring the same property
expressed as an ordinary regular expression is linear in the size of
the regular expression. Does that mean that one can monitor safety
properties expressed as regular expressions non-elementarily more ef-
ficiently than one can monitor safety properties expressed as EREs?
Of course not, because EREs and regular expressions have the same
expressiveness, so they specify exactly the same safety properties. All
it means is that EREs can express safety-properties non-elementarily
more compactly than ordinary regular expressions.

Another problem with this approach is that apparently appropriate
representations of P may be significantly larger than it takes to monitor
P. One may say, for example, that, whenever possible, a natural way
to specify a particular safety property is as a finite-state machine, e.g.,
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as a monitor like in Definition [13|. To be more concrete, consider that
the safety property P, saying “every 2"-th event is a” is specified as a
monitor of 2" states that transits with any event from each state to
the next one, except for the 2”-th state, which has only one transition,
with event a, back to state 1. Therefore, the size of this representation
of P, is £2(2™). Assuming that each state takes n bits of storage (for
example, assume that states are exactly the binary encodings of the
numbers 1, 2, 3, ..., 2") and that the next state can be calculated from
the current state in linear complexity with the size of the state (which
is true in our scenario), then it is clear that the actual complexity of
monitoring P, is O(n). If the complexity of monitoring P, were a
function of the size of the specification of P,,, then one could wrongly
conclude that the complexity of monitoring “every 2™-th event is a” is

o(2).

Therefore, a safety property P has an inherent complexity w.r.t. monitoring,
complexity which has nothing to do with how P is represented, or encoded,
or specified. It is that inherent complexity attribute of safety properties that
we are after here. From the discussion above, we draw our second guiding
principle:

Principle 2.

The monitoring complexity of a safety property P is an attribute of
P alone, not a function of the size of some adhoc representation
of P.

By Theorem [5 safety properties are precisely those properties that are
monitorable, that is, those properties P for which there are (finite-state or
not) monitors M = (5, sg, M : S x ¥ — S) whose (finite-trace, infinite-trace,
or finite- and infinite-trace—this depends upon the type of P) language
is precisely P. Any algorithm, program or system that one may come up
with to be used as a monitor for P, can be organized as a monitor of the
form M = (S,s0, M : S x ¥ — §) for P. Consequently, the complexity of
monitoring P cannot be smaller than the functional complexity of the partial
function M : S x ¥ — S) corresponding to some “best” monitor M for P; if
there are no additional restrictions, then by “best” monitor we mean the
one whose functional complexity of M is smallest. In particular, if there
is no monitor for P whose transition partial function M is decidable, then
we can safety say that the problem of monitoring P is undecidable. This
discussion leads to the following;:
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Pitfall 3.

The complexity of monitoring P is the functional complexity of
function M, where M = (S,s9, M :S x ¥ — S) is the “best”
monitor for P.

Since safety properties are precisely the monitorable properties, this appears
to be a very natural definition for the complexity of monitoring. While the
functional complexity of the monitor function is indeed important because it
directly influences the efficiency of monitoring, it is not a sufficient measure
for the complexity of monitoring. That is because the functional complexity
of M only says how complex M is in terms of the size of its input; it does
not say anything about how large the state of the monitor can grow in time.
For example, the rewriting-based monitoring algorithm for EREs from [44],
whose states are EREs and whose transition is a derivative operation of
functional complexity O(n?) taking an ERE of size n into an ERE of size
O(n?). Tt would be very misleading to say that the complexity of monitoring
EREs is O(n?), because it may sound much better than it actually is: the n?
factor accumulates as events are processed. Any monitor for EREs, including
the one based on derivatives, eventually requires non-elementary resources
(in the size of the ERE) to process a new event.

Therefore, while the complexity of the function M being executed at each
newly received event by a monitor M is definitely a necessary and important
factor to be considered when defining the complexity of monitoring using
M, it is not sufficient. One also needs to take into account the size of the
input that is being passed to the monitoring function, that is, the size of
the monitor state together with the size of the received event. In particular,
a monitor storing all the observed trace has unbounded complexity, say
oo, even though its monitoring function has trivial complexity (e.g., the
“event storing” function has linear complexity). More generally, if a property
admits no finite-state monitor, than we’d like to say that its monitoring
complexity is oco: indeed, for any monitor for such a property and for any
amount of resources R, there is some sequence of events that would lead
the monitor to a state that needs more than R resources to be stored or
computed. These observations lead us to the following:

Principle 3. The complexity of monitoring P is a function of
both the functional complexity of M and of the size of the states in
S, where M = (S,s9, M :S x ¥ — S) is an appropriately chosen
(“best”) monitor for P.
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We next follow the three principles above and derive our definition for
the complexity of monitoring a safety property P. Before that, let us first
define the complexity of monitoring a safety property using a particular
monitor for that property, or in other words, let us first define the complexity
of a monitor.

During a monitoring session using a monitor, at any moment in time
one needs to store at least one state, namely the state that the monitor is
currently in. When receiving a new event, the monitor launches its transition
function on the current state and the received input. Therefore, the (worst-
case) complexity of monitoring with M = (S, s9, M : S x ¥ — S) could be
defined as

max{FC(M(s,a)) | s € S,a € ¥},

where FC(M (s, a)) is the functional complexity of evaluating M on state
s and event a, as a function of the sizes of s and a. In other words, the
worst-case monitoring complexity of a particular monitor is the maximal
functional complexity that its transition function has on any state and any
input; this functional complexity is expressed as a function of the size of the
pair (state,event). In order for such a definition to make sense formally, one
would need to define or axiomatize the size of monitor states and the size
of events. Since in order to distinguish N elements one needs log(N) space,
we deduce that one needs at least log(]|.S|) space to store the state of the
monitor in its worst-case monitoring scenario (each state in S is reachable).

Definition 19 Given a monitor M = (S, sg, M : S x ¥ — S), we define the
complezity of monitoring M, written Cpron(M), as the function

FC(M)(log|S|) : N = N,

which is the “uncurried” version applied onlog |S| of the worst-case functional
complexity FC(M) : N x N — N of the partial function M as a function of
the size of the pair (state,event) being passed to it.

We assume that the complexity of monitoring a safety property P is
the worst-case complexity of monitoring it using some appropriate, “best”
monitor for P:

min{max{FC(M (s,a)) | s € S,a € X} | M = (S, sop, M) € Monitors(P)},
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From safety: where FC(M(s,a)) is the functional complexity
of evaluating M on state s and event a, as a function of the sizes
of s and a. In other words, we assume that the complexity of
monitoring a safety property P is the worst-case complexity of
monitoring it using some appropriate, “best” monitor for P. The
worst-case monitoring complexity of a particular monitor is the
mazximal functional complexity that its transition function has on
any state and any input; this functional complexity is expressed
as a function of the size of the pair (state,event). Therefore, in
order for such a definition to make sense formally, one would
need to define or axiomatize the size of monitor states and the
size of events.

This gives us the following:
Definition 20 We let
CrMon(P) = min{ FC(M) o (log(|S|),1x) | M = (S, so, M) € Monitors(P)}

be the complexity of monitoring a safety property P.

4.3 Monitoring Safety Properties is Arbitrarily Hard

We show that the problem of monitoring a safety property can be arbitrarily
complex. The previous section tells us that there are as many safety prop-
erties as real numbers. Therefore, it is not surprising that some of them
can be very hard or impossible to monitor. In this section we formalize
this intuitive argument. Our approach is to show that we can associate a
safety property Pg to any set of natural numbers S, such that monitoring
that safety property is as hard as checking membership of arbitrary natural
numbers to S. The result then follows from the fact that checking member-
ships of natural numbers to sets of natural numbers is a problem that can
be arbitrarily complex.

Theorem [I| indirectly says that we can associate a persistent safety
property to any set of natural numbers (sets of natural numbers are in a
bijective correspondence with the real numbers). However, it is not clear
how that safety property looks and neither how to monitor it. We next
give a more concrete mapping from sets of natural numbers to (persistent)
safety properties and show that monitoring the property is equivalent to



4.3. MONITORING SAFETY PROPERTIES IS ARBITRARILY HARD49

testing membership to the set. It suffices to assume that ¥ contains only
two elements, say ¥ = {0,1}.

Definition 21 Let P_ : P(N) — PersistentSafety™ be the mapping defined
as follows: for any S C N, let Ps be the set 1* U {1%0 | k € S} - {0, 1}*.

It is easy to see that Pg is a persistent safety property over finite traces.
Also, it is easy to see that the bijection in the proof of Theorem [2] associates
to Ps the safety property over infinite traces 1¢ U {1%0 | k € S} - {0,1}*.

Let us now investigate the problem of monitoring Psg.

Proposition 11 For any S C N, monitoring Ps is equivalent to deciding
membership of natural numbers to S.

Proof: If Mg is an oracle deciding membership of natural numbers to .5,
that is, if Mg(n) is true iff n € S, then one can build a monitor for Ps as
follows: for a given trace, incrementally read and count the number of prefix
1’s; if no 0 is ever observed then monitor indefinitely without reporting any
violation; when a first 0 is observed, if any, ask if M(k), where k is the
number of 1’s observed; if M (k) is false, then report violation; if M (k) is
true, then continue monitoring indefinitely and never report violation. It is
clear that this is indeed a monitor for Ps.

Conversely, if we had any monitor for Pg then we could build a decision
procedure for membership to S as follows: given k € N, send to the monitor
a sequence of k ones followed by a 0; if the monitor reports violation then
deduce that k ¢ S; if the monitor does not report violation, then deduce
that £ € S. It is clear that this is a decision procedure for membership to S.

The proof works for both persistent safety properties over finite traces
and for safety properties over infinite traces. O

The claim in the title of this section follows now from the fact that the
set S of natural numbers can be chosen so that its membership problem is
arbitrarily complex. For example, since there are as many subsets of natural
numbers as real numbers while there are only as many Turing machines as
natural numbers, it follows that there are many (exponentially) more sets
of natural numbers that are not recognized by Turing machines than those
that are. In particular, there are sets of natural numbers corresponding
to any degree in the arithmetic hierarchy, i.e., to predicates A(k) of the
form (Q1k1)(Q2k2) - - - (Qnkyn) R(k, k1, ko, -+, ky), where Q1, Q2, ..., Q, are
alternating (universal or existential) quantifiers and R is a recursive/decidable
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relation: for A such a predicate, let S4 be the set of natural numbers
{k | A(k)}. Recall that if @)1 is V then A is called a II,, property, while if Q4
is d then A is called a X, property. In particular, ¥¢ = Ily and they contain
precisely the recursive/decidable properties, ¥; contains precisely the class
of recursively enumerable problems, II; contains precisely the co-recursively
enumerable problems, etc.; a standard Ily problem is TOTALITY: given
k € N, is it true that Turing machine with Gédel number k terminates on all
inputs? Since each level in the arithmetic hierarchy contains problems strictly
harder than problems on the previous layer (because 3, UIl, C ¥, 11 NI,41),
the arithmetic hierarchy gives us a universe of safety properties whose
monitoring can be arbitrarily hard.

Within the decidable fragment, as expected, monitoring safety properties
can also have any complexity. Indeed, pick for example any NP-complete
problem and let S be the set of inputs (coded as natural numbers) for
which the problem has a positive answer; then, as explained in the proof
of Proposition monitoring Pg against input 1%0 is equivalent to decid-
ing membership of k to S, which is further equivalent to answering the
NP-complete problem on input k. Of course, in practice a particular (im-
plementation of a) monitor can be more complex than the corresponding
membership problem; for example, monitors corresponding to NP-complete
problems are most likely exponential. Also, note that a monitor for Ps needs
not necessarily do its complex computation on an input 1¥0 when it encoun-
ters the 0. It can perform intermediate computations as it reads the prefix
1’s and thus pay a lesser computational price when the 0 is encountered.
What Proposition [L1] says is that the total complexity to process the input
1%0 can be no lower than the complexity of checking whether k € S.

4.4 Canonical Monitors

We conclude this section with an alternative definition of a monitor, called
canonical monitor, which is more compact than our previous definition and
which appears to be sufficient to capture any safety property. We do not
make any use of this alternative definition in this paper, but it may serve as
a basis for further foundational endeavors in this area.

The set of states S of a monitor (5, sg, M : S x ¥ — S) are typically enu-
merable, so they can be very well replaced with natural numbers. Moreover,
the initial state sy can be encoded, by convention, as the first natural number,
0. A monitor then becomes nothing but a partial function N x ¥ — N. We
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therefore rightfully call these particular monitors canonical:

Definition 22 A canonical X-monitor s a partial function N :N x ¥ — N.
Let Sy = {n | (Gw) N (0,w) = n} be the states of N'. As before, let

o L5N) ={w e T | N(O,w) I},
o LYN)={ueX | NO,w)l| for all w € prefixes(u)}, and
o LY9(N) = L5 U L2(N).

Although the set of states S in a monitor (S, sg, M : Sx ¥ — S) is allowed
to have any cardinal while the states in canonical monitors are restricted to
natural numbers, it turns out that canonical monitors can in fact express all
monitorable properties:

Proposition 12 A property P C ¥* (resp. P C X%, resp. P € ¥*UX¥)
is monitorable iff there is some canonical monitor N such that P = L*(N)

(resp. P = LY(N), resp. P =L"*(N)).

Proof: Since any canonical monitor is a monitor, it follows that any prop-
erty specifiable by a canonical monitor is indeed monitrable. For the converse,
let P be a property monitorable by some monitor M = (S, sg, M : Sx¥ — 5).
Since |X| < Vg, we can enumerate all the states of M that can be reached
from sg with its transition function M. There are many different ways to
do this (e.g., in breadth-first order, in depth-first order, etc.), but these are
all ultimately irrelevant. If we let S™ = {sg, s1, S2,...} denote the result-
ing set of reachable states, then it is easy to first note that the monitor
M" = (87,59, M : S" x 3 — S") specifies the same property P as M, and
second note that M" specifies the same property as the canonical monitor
N :N x ¥ — N defined by N (i,a) = j iff M(s;,a) = s;. O

Exercises

Exercise 7 Define a canonical monitor for the property
“A file can only be accessed if it is open.”

That s, the file can only be accessed if it was opened at some moment
in the past and it was not closed since then. Suppose X consists of the
events/actions {0, a,c}, where o stands for “file open”, a for “file access”,
and c for “file close”.
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Chapter 6

Monitor Synthesis

6.1 Extended Regular Expressions (EREs)

6.1.1 Monitoring ERE Safety Needs Non-Elementary Space

Extended regular expressions (EREs) add complementation (=) to regular
expressions (REs). Complementation can be handy when defining safety
properties, because it allows one to say both what should never happen as
well as what could happen. In particular, in the context of monitoring EREs,
one can switch between the expression of bad prefixes of a safety property
and that of good prefixes by just applying a complement operator.

In this section we show that any monitor for safety properties expressed
as EREs requires non-elementary space. More precisely, for a given n € N,
we build an ERE of size O(n?) such that its language is prefix closed and

o

any monitor for its language requires 92" space, with n nested power of 2
operations.

Discussion and Relevance of the Lower-Bound Result

Since regular expressions (REs) and deterministic (DFA) and non-deterministic
(NFA) finite-state automata are enumerable structures while the set of safety
properties is in bijection with the set of real numbers, there are many safety
properties that cannot be expressed using REs or automata (or any other
formalism whose objects are enumerable). Nevertheless, there are many
safety properties of interest that can be expressed as REs or automata.
Safety properties over finite or infinite traces can be expressed as REs in at

55
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least two different ways:
1. Use an RE to express the language of its bad prefixes; or
2. Use an RE to express the language of its good prefixes.

In the first case, the RE captures the finite-trace behaviors that should never
happen, while in the second the RE captures the ones that could possibly
happen.

Obviously, not all REs correspond to safety properties in one or the other
of the two cases above. For example, the RE (0 - 1)" cannot express the
bad prefixes of a safety property, because “01” is a bad prefix while “010”
is not. In order for an RE to express the bad prefixes of a safety property,
it should have the property that once w is in its language, then all ww’ for
any w’ should also be in its language. The RE (0-1)* cannot express the
good prefixes of a safety property either: “0101” is a good prefix while 010
is not. The language of an RE must be prefix closed in order to express the
good prefixes of a safety property.

In both cases above, monitoring the safety property can be done very
efficiently (linearly in the size of the RE, both space-wise and time-wise)
by first translating its corresponding RE into an NFA, for example using a
technique such as Thompson’s [54], and then doing one of the following:

1. In the first case, simulate the NFA-to-DFA construction on the fly
as events are received. The state of the monitor is therefore a set of
states of the NFA. At start, that set contains only the initial state of
the NFA. For each new event, construct the next set by collecting all
the NFA states that can be reached via the received event from any
of the existing states in the set. If a final state is reached then report
violation of the property: bad prefix found. Since the final states in the
NFA symbolize the reach of a bad prefix and since bad prefixes have
“no future” in a safety property, the NFA associated to the original RA
can be optimized (in case it is not already optimal directly from its
construction) by removing any edges out of its final states.

2. In the second case, the monitor works the same way as in the first case,
but checking at each time that the monitor state (also a set of NFA
states) contains at least one final state of the NFA; if that is not the
case, then report violation: prefix found which is not good. If one is
willing to pay the exponential price and determinize the NFA of good
prefixes, then one can further optimize the resulting DFA (in case it is
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not already optimized by construction) by collapsing all its non-final
states into a “dead-end” state: indeed, the reachability of a non-final
state signifies the reachability of a bad prefix, which has “no future”.
It is not clear whether or how to optimize the NFA of good prefixes
using the additional info that it is a safety property.

Extended regular expressions (EREs) add complementation (—) to REs.
Meyer and Stockmeyer [52], [53] showed that EREs can express languages
non-elementarily more compactly than REs. In other words, for any constant
k > 1, one can find EREs of large enough size n € N for which there is

o

no RE having the same language of size less than 22, with k nested
power operations. Meyer and Stockmeyer [52] 53] showed that several
other problems concerning EREs are also non-elementary, including: the
equivalence of EREs, the emptiness of the language of an ERE (and implicitly
the emptiness of the complement of the language of an ERE), the automata
generation (NFA or DFA) from an ERE, etc. Note that it is straightforward
to generate potentially non-elementarily large automata from EREs. All one
needs to do is to iteratively apply NFA-to-DFA transformations for EREs
under complement operators and then complement the resulting DFAs (by
complementing their final states). Since each NFA-to-DFA transformation
may lead to an exponential explosion on the number of states and since the
ERE can have arbitrarily many nested complement operators, the resulting
NFA or DFA can be non-elementarily larger than the original ERE.

As already mentioned above, if we allow complementation then we can
easily switch from an expression defining the bad prefixes of a safety property
to one defining its good prefixes, and backwards, by applying a complement
operator. Therefore, from here on, when we say that an ERE expresses a
safety property, without any loss of generality we assume that it defines
the good prefixes of the safety property; in particular, we assume that its
language is prefix closed. Clearly, if one can afford to generate an automaton
from the ERE expressing a safety property, then one can and probably
should use that automaton as a monitor for the safety property. However,
since such an automaton can be enormous compared to the the size of the
original ERE, a natural question to ask is whether one can generate monitors
for safety properties expressed as EREs that need less than non-elementary
space in the size of the original ERE. We next give a negative answer to this
question.

Let us first discuss our subsequent lower bound result from a more
conceptual perspective. Notice that synchronous monitoring, that is, the
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monitoring process where an error is detected as soon as it appears, is harder
than checking for satisfiability (or non-emptiness); indeed, if a formula in a
particular formalism is not satisfiable (or it has an empty language), then a
synchronous monitor should detect that before the first event is observed.
We refer the interested reader to [45] for a discussion on various types of mon-
itoring, including synchronous versus asynchronous monitoring. Synchronous
monitors need to either directly (e.g., by accumulating logical constraints
while verifying their consistency) or indirectly (e.g., by generating statically
an automaton or a structure containing all possible future behaviors) check
for satisfiability (or non-emptiness) of the remaining requirements as events
are observed online. Unfortunately, this is an expensive process that may be
desired to be avoided, at the expense of delaying the detection of violations.
For example, the rewriting based monitoring approach for LTL in [45] delays
the detection of violations of LTL formulae of the form “(next ¢) and (next
—p)” for one more event, to avoid invoking an expensive satisfiability checker
for LTL but to instead invoke a propositional satisfiability checker which is
less expensive in practice; this is closely related to the notion of “informa-
tive prefixes” in [35] that “tell all the story”. Our subsequent lower-bound
result states that any monitor for safety properties expressed using EREs,
synchronous or asynchronous, requires non-elementary space.

Let us now clarify that our lower bound result is not a consequence of the
lower-bound result by Meyer and Stockmeyer in [52] (see [53] for a proof of
that result). A first reason is that neither the ERE constructed in [53} [52] nor
its complement is prefix closed. Indeed, we here focus on a subset of EREs,
rather than arbitrary EREs, namely those whose languages are prefix closed,
so they express good prefixes of safety properties. Supposing that one could
modify the “hard” ERE in [53],[62] whose complement non-emptiness requires
non-elementary space into one whose language is prefix-closed and whose size
is linear in the size of the original one, the fact that synchronous monitoring
of EREs is harder than checking for emptiness does not necessarily imply
that monitoring that hard ERE requires non-elementary space. In fact,
monitoring that particular ERE requires constant time to process each event,
because it is equivalent with an automaton of one state — it takes, however,
non-elementary space to compute that one state automaton. What it says is
therefore that the initialization step of ERE-safety synchronous monitoring
requires, in the worst case, non-elementary space.

Interestingly, if one could modify the results in [53, 52] to hold for prefix-
closed EREs, including especially the result stating that finding an RE



6.1. EXTENDED REGULAR EXPRESSIONS (ERES) 59

equivalent to an ERE is a non-elementary problem, then one could show that
synchronous monitoring of safety properties expressed as EREs requires non-
elementary space! Indeed, supposing that one had for any ERE a monitor
that takes only elementary space in its worst-case monitoring scenario, then
one could use that monitor to generate a DFA for the ERE as follows: start
with the initial state of the monitor and then discover and store new states of
the monitor by feeding arbitrary (but finite in number) events to each state
of the monitor until no new state is discovered. This closure operation takes
as much time and space as the number of states the monitor reach; since by
assumption the monitor needs “only” elementary space to store its state in
any scenario, we deduce that the obtained automaton has size elementary in
the size of the ERE (and it also takes elementary time and space to generate
it). In other words, we could find an elementary algorithm to associate to
any (prefix closed) ERE an equivalent RE, contradicting the non-elementary
lower bound in [53] 62] (again, supposing that the lower-bound results in
[53, 52] could be modified for prefix-closed EREs).

Unfortunately, it is not that clear how to reduce the non-elementary
problems in [53], 52] to asynchronous monitoring, and thus to conclude
that asynchronous monitoring also requires non-elementary space. That is
because a “smart” asynchronous monitor may in principle collapse states
(when regarded as an automaton as in the construction above) in rather
unexpected ways, just because it “knows” that eventually an error may be
reported anyway if observation continues indefinitely from that state on; in
other words, states with the property that “eventually violation detected
in the future” may be collapsed as equivalent by an asynchronous monitor.
This way, the DFA extracted from a monitor for a safety property expressed
as an ERE may be significantly smaller than the DFA corresponding to the
ERE (and obviously, it may have a different language).

Our next result shows that asynchronous monitoring of ERE-safety also
requires non-elementary space, which is a more general lower-bound result
than the space non-elementarity of synchronous monitoring. Moreover, it
gives an alternative proof of the non-elementary lower-bounds by Stockmeyer
and Meyer [53] 52], because automata corresponding to safety-defining EREs
are just special cases of monitors, so they must also take non-elementary
space. Moreover, we improve the results in [53], 52] by showing that their
lower-bounds also hold for a subset of FRFEs, namely those corresponding to
safety properties.

Summarizing the discussion above, we believe that the main contributions
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of our subsequent lower-bound result are the following:

1. We show that asynchronous monitoring already requires non-elementary
space, same as synchronous monitoring. For example, an ERE monitor-
ing algorithm was presented by Rogu and Viswanathan in [44], which
“rewrites” or “derives” the ERE by each letter in the input word; the
derivation process consists of some straightforward rewrite rules, some
for expanding the ERE others for contracting it via simplifications.
No comprehensive and expensive check for emptiness on the resulting
ERE is performed, except what is done by the simplification rules (for
example - R — () and €- R — R, etc.). A check for emptiness can and
should be eventually performed (for example, a check for emptiness can
be done periodically, say every 10% events for some convenient z). This
gives us an asynchronous ERE monitoring algorithm, which, unlike
the simplistic NFA /DFA generation algorithm, does not pay upfront
the potentially non-elementary worst-case penalty! However, our sub-
sequent lower bound result tells that there is a worst-case scenario in
which one cannot avoid the non-elementary space required to store the
continuously changing ERE if one wants to correctly eventually detect
violations of the original ERE. And that is the case for any synchronous
or asynchronous monitoring algorithm for safety properties expressed
as EREs.

2. We propose a different technique to prove non-elementary lower-bounds,
fundamentally different from the one in [53]. The technique in [53] is
based on diagonalization arguments and encodings of accepting Turing
machine computations as finite trace words. Our technique is inspired
from an idea by Chandra, Kozen and Stockmeyer [9] introduced to
show the power of alternation and then used by several authors to
prove exponential lower bounds [32, B3, 44} [45]. At our knowledge,
the use of such a technique to show non-elementary lower bounds is
novel. The idea of the technique in [9] is to define expressions having
as languages L, = {wM#w@# .. #wF 8w | wD w0, . wk we
{0,1}", (31 < i < k) w® = w}. Our idea is to define, using EREs,
words of the form X,,$X,, where X,, and X/ are n-deep nested sets
starting with elements in {0,1}" (i.e., sets of sets of ... of sets of
elements in {0,1}", with n power set operations), such that X/ is
n-nested included in X,,, where i-nested inclusion is standard inclusion
when ¢ = 1 and, if ¢ > 1, then it is defined inductively as: X! is i-nested
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included in X; iff for each X/ ; € X/, there is some X;_; € X; such
that X/ ;| is (¢ — 1)-nested included in X;_;.

One more observation is in place before we move on to the technical
details. It is known that the membership problem for EREs, testing whether
a word w of size m is in the language of an ERE of size n, is polynomial in
m and n. For example, the classic algorithm by Hopcroft and Ullman [27]
runs in space O(m? - n) and time O(m? - n); slightly improved algorithms
have been proposed by several authors [25] 55, 56, 57, [34), 28], reducing space
requirements to O(m? - k +m - n) and time to O(m3 - k +m? - n) or worse,
where k is the number of complement operators in the ERE; a recent ERE
membership algorithm was proposed by the author in [47], which runs in
space O(m -logm - 2") and time O(m? - logm - 2") when m > 2". These
algorithms appear to be efficient, because they are polynomial or simply
exponential in the ERE, so one may think that one may device an elementary
ERE-safety monitoring algorithm as follows: store the trace of events and at
each newly received event invoke one of these “efficient” ERE membership
algorithms. While this algorithm will indeed be elementary in the size of
the ERE and the size of the trace, our lower bound result says that it will,
in fact, be non-elementary in the size of only the ERE! In other words, for
a carefully chosen “hard” ERE of size n, there are finite traces of large
enough size m so that checking their membership is a problem which is
non-elementary in n; this will indeed happen when m is non-elementarily
larger than n.

The Lower-Bound Result

EREs define languages by inductively applying union (4), concatenation
(), Kleene Closure (%), intersection (N), and complementation (—). The
language of an ERE R, say L£(R), is defined inductively as follows, where
s € X
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e L(R*)=(L(R))",
o L(R1NRy) =L(R1)NL(R:),
e L(-R) =-L(R).

If R does not contain — and N then it is a regular ezpression (RE). By
applying De Morgan’s law Ry N Ry = —(—R; + —Rs), EREs can be linearly
(in both time and size) translated into equivalent EREs without intersection;
therefore, intersection of EREs is just syntactic sugar. The size of an ERE
is the total number of occurrences of letters and composition operators
(+, -, x, and =) that it contains. In what follows we assume that ¥ is
finite. For notational simplicity, in what follows we let X also denote the
RE s1 + s2 4 -+ s, where ¥ = {s1, s2,...,5,} and let ¥* denote both the
language {s1, s2,...,s,}* and the RE (s1 + s2 + -+ + s,)*.

For n € N, let us define inductively the following alphabets and languages:

e ¥y ={0,1} and ¥y = {0,1}", and
o X, =%, 1 U{#} and ¥; = {#:i#:} U ({#i} - Uim1) T - {#}, for all

1< <n.

In the above, #; are n fresh letters. The intuition for the languages ¥; above
is to encode nested sets of depth ¢ that contain sets of words of n bits at
their deepest level. The symbols #; play the role of markers separating the ele-
ments of such sets. For example, the word #o#1#1F 2101411041 H#oH 1 1H2
encodes {{},{01,10},{}}, that is, the set {{},{01,10}}; since the multi-
plicity and order of elements in sets are irrelevant, the same set can have
(infinitely) many different encodings. Formally, let us define the following
set functions associating to encodings in ¥; corresponding nested sets:

o sety: Wy — {0,1}" is the identity function on W, i.e., sefo(w) = w;

e set;:U; — P({0,1}"), where P’ is the power set operator applied
) times, seti(#i#i) = {}, Seti(#iXi—l#i) = {Seti—l(Xi—l)}a and
Seti(#iXi_lXi) = {seti_l(Xi_l)} U setz-(Xi), forall1<i:<n, X;_ 1 €
v, 1,and X; € ¥U,.

Note that |setg(Vo)| = 2" and set;(V;) = P(seti—1(V;—1)) for all 1 <i < n;
2n

therefore, |set;(V;)| = 22 for all 1 < i < n, with i + 1 nested power
operations.
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Let us define nested-inclusion relations - &; _: P*({0,1}") xP* ({0, 1}") for
0 < i < n and nested-membership relations _ &; _: P=1({0,1}") x P*({0,1}")
for 1 <7 < n as follows:

e _ &g _ is the identity on {0,1}"™ and - &; _is - € _:P({0,1}") x
P({0,1}7),

o &1 _is_€ _:{0,1}" x P({0,1}"), and for 1 < 1,
e S;_1 &€ S; iff there is some S/_; € S; such that S;_1 € S]_,, and
e 5, & S; if S;_1 & S; for each S;_1 € S;.

For example, if n = 2 then {{00, 01}, {01, 10}, {11}} &, {{00,01,10},{00,11}}
because {00,01}, {01,10} & {00,01,10} and {11} & {00,11}.

We can now define ¥ as ¥,, U{$} and the infinite trace property P¥ over
pI¥

(eU (XX U{Xn$X) | X, X, € W, and set, (X)) &, sety(Xn)}) - {$}) - X%,

An infinite trace in Py therefore contains at most two $ letters and infinitely
many letters in Y,,. There are no restrictions on the appearance of the
letters in ¥,, when there is no $ letter or when there is precisely one $ letter.
However, if the infinite trace contains precisely two $ letters, that is, if it
has the form w$w'$u for some w,w’ € ¥y and some u € ¥, then w and v’
must be in ¥,, and the nested set corresponding to w must nested-include
the nested set corresponding to w’; there are no restrictions on u.

Proposition 13 P? € Safety”.

Proof:  There are two cases to analyze for an infinite trace that is not
in PY: when it contains more than two § letter, or when it has the form
wlw'$u with w,w’ € 3% and v € ¥¥, but it is not the case that w,w’ € ¥,
and set,(w') &, set,(w). In the first case, we can pick the first prefix of
the infinite trace containing three $ letters in total; clearly, this finite trace
prefix cannot be continued into any acceptable infinite trace. In the second
case, since there are no restrictions on the letters in u, we can easily see that
the prefix w$w'$ is already a violation threshold: there is no v’ € ¥¥ such
that w$w'$u’ € PY. ]
The bijection in the proof of Theorem [2| associates to each infinite-
trace safety property a persistent finite-trace safety property by taking its
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prefixes. Let P, be the persistent finite-trace safety property prefixes(PY)
corresponding to Py. It is easy to see that P, is the property

LU - {8125 U
{Xn$X] | Xpn, X, € U,, and set, (X)) &, set,(Xp)} - {$} - 2F.

Note that monitoring Py is the same as monitoring F,: in both cases, besides
the capability to checking whether there are more than two $ letters, which
is trivial, the monitor needs to store sufficient information about the nested
set corresponding to X,,, so that, when the first $ is seen, to be able to
check whether it nested-includes the set corresponding to the upcoming, yet
unknown X),.

Theorem 6 Any synchronous or asynchronous monitor for P, or PY needs

2”

space non-elementary in n, namely 9(22‘ ), with n nested power operations.

Proof: Suppose that M is a monitor for P, or P¥ and suppose that,
during a monitoring session, it reads the prefix X,, € ¥,,. Regardless of
how M is defined or implemented, in particular regardless of whether it
reports violations synchronously or asynchronously, when the first $ event
is encountered, the state of M must contain enough information to sooner
or later be able to decide whether the set set, (X)) corresponding to any
upcoming (unknown at the time the $ is observed) sequence X, is nested-
included in set,(X,,). Since set(X,,) can in particular be equal to set,(Xy,),
and since once the second $ event is observed there is no further event that
may bring new knowledge to the monitor, we deduce that M must be able
to distinguish any two different sets in set, (¥,,) when the first $ event is
encountered, that is, M’s states must be different after reading words in V¥,
whose corresponding nested sets are different. Therefore, M must be able
to distinguish |set, (V,,)| different possibilities. Since one needs Q(log N)

space to distinguish among N different situations (one label for each), we
2"

conclude that M needs space Q(log(|set,(¥,)|)), that is, (22 ) with n
nested power operations. Hence, any monitor for P,, needs non-elementarily
large space in n. O

We next show how to construct an ERE polynomial in size with n whose
language is precisely P,,.

Theorem 7 There is an ERE of size O(n®) whose language is P,.
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Proof:  Note that P, is a union of three languages, the first two being
trivial to express as languages of corresponding REs. As expected, the
difficult part is to associate an ERE to the language

{X,$ X | Xpn, X,, € ¥, and set,, (X)) &, set, (X))}

Note that so far we did not need complementation. The property above
can, however, be expressed as an ERE of size O(n?®) using O(n) nested
complement operators. The idea is to define iteratively a sequence of
EREs K; for 0 < 1 < n whose languages contain words X;w$w'X, with
seti(X!) &; set(X;), which are contiguous fragments of desired words X,,$X],.
Then K,, would be the language that we are looking for. To define K;,
we observe that the nested-inclusion S; @; S; is equivalent to: there is no
S!_, € S! such that it is not the case that we can find some S;_; € S; such
that S/_; &;_1 S;—1. This crucial observation will allow us to define K; in
terms of K;_1. We next develop the technical details.

Let us first define regular patterns corresponding to each of the languages
v, for 0 <4 < n; to avoid introducing new names, we ambiguously let the
corresponding regular expressions have the same names as their languages:

e Let ¥y = (0+1)", where for an RE, ™ is r-r-...-r (n times); and
o Let ‘Iflz#z#l—l-(#z\lfl,lyr#l for all 1 <i<n.

Iteratively eliminating the W;_; regular expressions from the right-hand-sides,
we eventually obtain n + 1 regular patters, each of size O(n) (the size of ¥q
as a regular expression is O(n) and each ¥; adds a constant size to that of
\I/ifl).

Next we define REs for the languages prefixes(¥;) and suffixes(¥;) of
prefixes and respectively suffixes of words in ¥;, for all 0 < i < n. We only
discuss the prefix closure languages; the suffix closures are dual. The prefix
closures can be defined relatively easily inductively as follows:

o prefixes(¥y) = J7_,{0,1}*, and

[ ] prefixes(\I/i) = {6, #z#z} U {#i}-preﬁxes(llli_l) U({#z}\ljz—l)+ U ({#2}
\Ifi_1)+ . {#z} . prefixes(\I’i_l)
= {#i#itU ({#i} - W)™ - ({e U {#4) - prefixes(¥i_1)).

These languages can be expressed with the following REs; as before, we
ambiguously use the same names for the corresponding REs:
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e Let prefixes(Wp) = e+ (0+1)+ (0+1)2+---+ (0+1)" = (e+0+ 1)
and

o Let prefixes(V;) = #; - #; + (#i - Wi—1)* - (e + #; - prefixes(¥;_1)).

Iteratively eliminating the REs prefixes(¥;_;) from the right-hand-sides, we
eventually obtain n+1 REs, each of size O(i% +n) (the size of prefixes(¥y) as
an RE is O(n) and each prefixes(¥;) adds size O(i) to that of prefixes(¥;_1)).
Dually,

o Let suffixes(¥p) = e+ (0+1)+(0+1)2+---+(0+1)" = (e+0+1)7
and

o Let suffixes(\I/i) = #; - F + (6 + suffixes(\I/i_l) . #2) . (\I/i—l . #z)*

We next define REs L; and R; for 0 < i < n whose languages contain
the contiguous fragments of words in ¥,, that are allowed to appear to the
left and to the right of $, respectively, so that words in £(L;) start with #;
and words in L£(R;) end with #;. Let us also assume by convention that
Ly+1 = Rp4+1 = € (the RE whose language contains only the empty word).
It is easy to see that L; and R; can be defined as follows:

o Let L; = #; - X} Nsuffixes(V,,), and
o Let R; = 3% - #; N prefixes(¥,,).

Note that words in L; and R; may not necessarily start or end with a word
in ¥;: indeed, the #; that may start or end L; or R; could very well be
followed or preceded, respectively, by a #;.1 or, if i = n, by $.

Let us also define the EREs L; and R; whose languages are included in
those of L; and R;, respectively, and whose words start or end with words
in \I/z

e Let L; = U, - ©* N suffixes(¥,,), and
o Let R; = X% - U; N prefixes(V,,).

It is not difficult to see that L; = ¥; - L1 and R; = R;41 - ¥;. Note that
the sizes of L;, R;, L; and R; are O(n?).
Let us now define the EREs K; for 0 < ¢ < n as follows:

* Ko =Lo- 8 RoNsg(¥-0- 2%+ 0- 25713 127 1. 55757,
and
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o Ki=Li-$-RiN—((~((#i-Wsm1)*#i-Kio1)NLi-$- Ry 1) (#i-Wi1)*#i).
We next show by induction on i that £(K;) is the language
{Xinz{ ‘ XZ‘,XZ( eV, we ﬁ(Li_H -$- Ri+1), setz-(X{) &; seti(XZ-)}.

It is easy to see that L(Ky) = {XowXo | Xo € Yo,w € L(L1-$ - Ry),
because the large conjunct in Ky states that the words formed with the
first n letters and with the last ones, respectively, are equal and in Wy, and
because Lo -$- Ry = Vo - L1 -$- Ri - ¥y and & is the identity on {0,1}".
For the inductive step, let us now assume that for some arbitrary 1 <1 < n,
L(K;_1) is the language

{XicqwX,_ | Xic1, X[ € Viq,w € L(Li$-Ry), seti—1(X]_q) €1 seti—1(Xi—1)}-
Then we can easily show that L((#; - W;—1)* - #; - K;_1) is the language
{XowX] 1| X; € U, X! 1 € U;_q,w € L(Lip1-$Ry), seti—1(X)_1) €1 set;(X;)}.
Then we can show that £(—=((#;- Vi 1)*-#;-Ki_1)NL;-$-R; 1) is

{(XowX!_ | X; €V, X! 1 €V, q,w € L(Li11-$R;), set;1(X]_;) &i—1 seti(X;)}.

Now we can show that ,C((ﬂ((#lklll_l)*#,Kz_l)ﬂfﬁﬁ_l)(#1\111_1)*#@)
is the language

{XowX] | X;, X] € Uj,w € L(Liy1-$- Riv1), seti( X)) Ei1 set;(X;)}
Finally, we are now able to show that £(K;), that is,
L(Li-$-RiN=((=(#i-Wim)" - #i - Kic) N Li- 8- Ria) - (Fi- Win1)™ - #4))
is the language

{XowX] | Xi, X[ € Uy,w € L(Liy1-$- Riy1), set;(X]) & set;(X;)}.
Since Ly4+1 = Ryp1 = €, it follows that
L(K,) ={X,$X], | X,, X, € Uy, set;(X]) &; set;(X;)}.
The size of K,, is O(n?).
We can now show that the language of the ERE of size O(n?)
(e+(XZn +Kn)-9) - X5

is indeed P,. O
We can now formulate our space lower-bound result for monitoring
ERE-safety as a corollary of the two results above.
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Corollary 1 For any n € N, there is some safety property whose good

prefizes are precisely the words in the language of an ERE of size O(n) and

.2%
whose monitoring (synchronous or asynchronous) requires space (2% )
with </n nested power operations.

6.1.2 Generating Optimal Monitors for ERE

Abstract: Software engineers and programmers can easily un-
derstand regular patterns, as shown by the immense interest in
and the success of scripting languages like Perl, based essentially
on regular expression pattern matching. We believe that regular
expressions provide an elegant and powerful specification language
also for monitoring requirements, because an execution trace of a
program is in fact a string of states. Extended reqular expressions
(EREs) add complementation to reqular expressions, which brings
additional benefits by allowing one to specify patterns that must
not occur during an execution. Complementation gives one the
power to express patterns on strings more compactly. In this
paper we present a technique to generate optimal monitors from
EREs. Our monitors are deterministic finite automata (DFA)
and our novel contribution is to generate them using a modern
coalgebraic technique called coinduction. Based on experiments
with our implementation, which can be publicly tested and used
over the web, we believe that our technique is more efficient than
the simplistic method based on complementation of automata
which can quickly lead to a highly-exponential state explosion.

Introduction

Regular expressions can express patterns in strings in a compact way. They
proved very useful in practice; many programming/scripting languages like
Perl, Python, Tcl/Tk support regular expressions as core features. Because
of their power to express a rich class of patterns, regular expressions, are
used not only in computer science but also in various other fields, such as
molecular biology [31]. All these applications boast of very efficient im-
plementation of regular expression pattern matching and/or membership
algorithms. Moreover, it has been found that compactness of regular ex-
pressions can be increased non-elementarily by adding complementation
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(mR) to the usual union (R; + R2), concatenation (R; - R2), and repetition
(R*) operators of regular expressions. These are known as extended regular
expressions (EREs) and they proved very intuitive and succinct in expressing
regular patterns.

Recent trends have shown that the software analysis community is
inclining towards scalable techniques for software verification. Works in
[22] merged temporal logics with testing, hereby getting the benefits of
both worlds. The Temporal Rover tool (TR) and its follower DB Rover
[14] are already commercial. In these tools the Java code is instrumented
automatically so that it can check the satisfaction of temporal logic properties
at runtime. The MaC tool [30}, B8] has been developed to monitor safety
properties in interval past time temporal logics. In [41],42], various algorithms
to generate testing automata from temporal logic formulae, are described.
Java PathExplorer [20] is a runtime verification environment currently under
development at NASA Ames. The Java MultiPathExplorer tool [51] proposes
a technique to monitor all equivalent traces that can be extracted from a
given execution, thus increasing the coverage of monitoring. [16] 21] present
efficient algorithms for monitoring future time temporal logic formulae, while
[24] gives a technique to synthesize efficient monitors from past time temporal
formulae. [44] uses rewriting to perform runtime monitoring of EREs.

An interesting aspect of EREs is that they can express safety properties
compactly, like those encountered in testing and monitoring. By generat-
ing automata from logical formulae, several of the works above show that
the safety properties expressed by different variants of temporal logics are
subclasses of regular languages. The converse is not true, because there
are regular patterns which cannot be expressed using temporal logics, most
notoriously those related to counting; e.g., the regular expression (0-(0+1))*
saying that every other letter is 0 does not admit an equivalent temporal
logic formula. Additionally, EREs tend to be often very natural and intuitive
in expressing requirements. For example, let us try to capture the safety
property “it should not be the case that in any trace of a traffic light we see
green and then immediately red at any point”. The natural and intuitive
way to express it in ERE is =((—0) - green - red - (—0)), where () is the empty
ERE (no words), so =) means “anything”.

Previous approaches to ERE membership testing [25], [40} [55] [34] 29] have
focussed on developing techniques that are polynomial in both the size of the

word and the size of the formulae. The best known result in these approaches
is described in [34] where they can check if a word satisfies an ERE in time
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O(m - n?) and space O(m - m + k - n?), where m is the size of the ERE,
n is the length of the word, and k is the number of negation/intersection
operators. These algorithms, unfortunately, cannot be used for the purpose
of monitoring. This is because they are not incremental. They assume the
entire word is available before their execution. Additionally, their running
time and space requirements are quadratic in the size of the trace. This is
unacceptable when one has a long trace of events and wants to monitor a
small ERE, as it is typically the case. This problem is removed in [44] where
traces are checked against EREs through incremental rewriting. At present,
we do not know if the technique in [44] is optimal or not.

A simple, straightforward, and practical approach is to generate opti-
mal deterministic finite automata (DFA) from EREs [26]. This process
involves the conversion of each negative sub-component of the ERE to a
non-deterministic finite automaton (NFA), determinization of the NFA into
a DFA, complementation of the DFA, and then its minimization. The algo-
rithm runs in a bottom-up fashion starting from the innermost negative ERE
sub components. This method, although generates the minimal automata,
is too complex and cumbersome in practice. Its space requirements can
be non-elementarily larger than the initial regular ERE, because negation
involves an NFA-to-DFA translation, which implies an exponential blow-up;
since negations can be nested, the size of such NFAs or DFAs could be highly
exponential.

Our approach is to generate the minimal DFA from an ERE using
coinductive techniques. In this paper, the DFA thus generated is called the
optimal monitor for the given ERE. Currently, we are not aware of any other
algorithm that does this conversion in a straightforward way. The complexity
of our algorithm seems to be hard to evaluate, because it depends on the size
of the minimal DFA associated to an ERE and we are not aware of any lower
bound results in this direction. However, experiments are very encouraging.
Our implementation, which is available for evaluation on the internet via a
CGI server reachable from http://fsl.cs.uiuc.edu/rv/, rarely took longer
than one second to generate a DFA, and it took only 18 minutes to generate
the minimal 107 state DFA for the ERE in Example [12] which was used to
show the exponential space lower bound of ERE monitoring in [44].

In a nutshell, in our approach we use the concept of derivatives of an
ERE, as described in Subsection For a given ERE one generates all
possible derivatives of the ERE for all possible sequences of events. The size
of this set of derivatives depends upon the size of the initial ERE. However,
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several of these derivative EREs can be equivalent to each other. One can
check the equivalence of EREs using coinductive technique as described in
Section [6.1.2] that generates a set of equivalent EREs, called circularities. In
Section [6.1.2] we show how circularities can be used to construct an efficient
algorithm that generates optimal DFAs from EREs. In Section [6.1.2], we
describe an implementation of this algorithm and give performance analysis
results. We also made available on the internet a CGI interface to this
algorithm.

Extended Regular Expressions and Derivatives

In this section we recall extended regular expressions and their derivatives.
Ezxtended Regular Expressions
Extended regular expressions (ERE) define languages by inductively
applying union (+), concatenation (-), Kleene Closure (4), intersection (N),
and complementation (—). More precisely, for an alphabet E, whose elements
are called events in this paper, an ERE over F is defined as follows, where
a€c E:

R:=0|e|la|R+R|R-R|R*|RNR|-R.

The language defined by an expression R, denoted by L(R), is defined
inductively as

— 0,
{e},

)
)
L(A) = {4},
L(R1+ R2) = L(R1)UL(Rp),
E(Rl . RQ) = {w1 + W2 ’ wy € E(Rl) and wy € K(Rg)},
L(R") = (L(R))",
ﬁ(Rl N RQ) = ﬁ(Rl) N ﬁ(RQ),
L(-R) = Y\ L(R).

Given an ERE, as defined above using union, concatenation, Kleene
Closure, intersection and complementation, one can translate it into an
equivalent expression that does not have any intersection operation, by
applying De Morgan’s Law: R; N Re = =(—R; + —R2). The translation only
results in a linear blowup in size. Therefore, in the rest of the paper we do
not consider expressions containing intersection. More precisely, we only
consider EREs of the form
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R:=R+R|R-R|R"|-Rlale]|0.

Derivatives

In this subsection we recall the notion of derivative, or “residual” (see
[6, 5], where several interesting properties of derivatives are also presented).
It is based on the idea of “event consumption”, in the sense that an extended
regular expression R and an event a produce another extended regular
expression, denoted R{a}, with the property that for any trace w, aw € R
if and only if w € R{a}.

In the rest of the paper assume defined the typical operators on EREs
and consider that the operator _ + _ is associative and commutative and
that the operator _- _ is associative. In other words, reasoning is performed
modulo the equations:

(Ri+ R2)+Rs = Ri+ (R2+ R3),
Ri+Ry = Ro+ Ry,
(Ry - RQ) R3 = Ry-(Ry- R3).

We next consider an operation _{_} which takes an ERE and an event,
and give several equations which define its operational semantics recursively,
on the structure of regular expressions:

(R1 + RQ){a} = Rl{a} + Rz{a}
(R1 . RQ){CL} (Rl{a}) - Ry +if (6 S Rl) then Rg{a} else () fi
(R ){a} = (R{a}) R"
(~R){a} ~(R{a})
b{a} if (b ==a) then e else ) fi
e{a} 0
0{a} = 0

The right-hand sides of these equations use operations which we describe
next. “if () then _ else _ fi” takes a boolean term and two EREs as
arguments and has the expected meaning defined by two equations:

if (true) then Rj else Ro fi = Ry (8)
if (false) then R else Ro fi = Ry 9)

w

t

AN N N N N N
(=] e~
~— — N N S

EN|
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We assume a set of equations that properly define boolean expressions and
reasoning. Boolean expressions include the constants true and false, as
well as the usual connectors _A _, _V _, and not. Testing for empty trace
membership (which is used by (2)) can be defined via the following equations:

e€(Ri+Ry) = (e€Ry)V(e€ Ry) (10)
€c (Rl . RQ) = (6 S Rl) VAN (E S RQ) (11)
€ (R*) = true (12)

e € (-R) = not(e € R) (13)
ecb = false (14)

ece = true (15)

eel) = false (16)

The 16 equations above are natural and intuitive. [44] shows that these
equations, when regarded as rewriting rules are terminating and ground
Church-Rosser (modulo associativity and commutativity of -+ _ and modulo
associativity of _-_), so they can be used as a functional procedure to calculate
derivatives. Due to the fact that the 16 equations defining the derivatives
can generate useless terms, in order to keep EREs compact we also propose
defining several simplifying equations, including at least the following:

0+R = R,
0-R = 0,
e-R = R,
R+R = R.

The following result (see, e.g., [44] for a proof) gives a simple procedure,
based on derivatives, to test whether a word belongs to the language of an
ERE:

Theorem 8 For any FRE R and any events a, ai, as, ..., an in A, the
following hold:

1. ajag...an € L(R{a}) if and only if aaias...a, € L(R); and

2. ajas...an € L(R) if and only if € € R{a1}{az}...{an}.

Hidden Logic and Coinduction

We use circular coinduction, defined rigorously in the context of hidden
logics and implemented in the BOBJ system [43, 17, 18], to test whether
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two EREs are equivalent, that is, if they have the same language. Since the
goal of this paper is to translate an ERE into a minimal DFA, standard
techniques for checking equivalence, such as translating the two expressions
into DFAs and then comparing those, do not make sense in this framework.
A particularly appealing aspect of circular coinduction in the framework of
EREs is that it does not only show that two EREs are equivalent, but also
generates a larger set of equivalent EREs which will all be used in order to
generate the target DFA.

Hidden logic is a natural extension of algebraic specification which benefits
of a series of generalizations in order to capture various natural notions of
behavioral equivalence found in the literature. It distinguishes visible sorts
for data from hidden sorts for states, with states behaviorally equivalent if and
only if they are indistinguishable under a formally given set of experiments.
To keep the presentation simple and self contained, in this section we define
an oversimplified version of hidden logic together with its associated circular
coinduction proof rule, still general enough to support defining and proving
EREs behaviorally equivalent.

Algebraic Preliminaries

The reader is assumed familiar with basic equational logic and algebra
in this section. We recall a few notions in order to just make our notational
conventions precise. An S-sorted signature ¥ is a set of sorts/types S
together with operational symbols on those, and a Y.-algebra A is a collection
of sets {As | s € S} and a collection of functions appropriately defined on
those sets, one for each operational symbol. Given an S-sorted signature X
and an S-indexed set of variables Z, let Tx(Z) denote the X-term algebra
over variables in Z. If V' C § then X[y is a V-sorted signature consisting of
all those operations in ¥ with sorts entirely in V. We may let o(X) denote
the term o(z1, ..., z,) when the number of arguments of o and their order
and sorts are not important. If only one argument is important, then to
simplify writing we place it at the beginning; for example, o(t, X) is a term
having o as root with only variables as arguments except one, and we do not
care which one, which is t. If ¢ is a Y-term of sort s’ over a special variable *
of sort s and A is a Y-algebra, then A;: A; — Ay is the usual interpretation
of t in A.

Behavioral Equivalence, Satisfaction and Specification

Given disjoint sets V, H called visible and hidden sorts, a hidden (V, H)-
signature, say %, is a many sorted (V' U H)-signature. A hidden subsignature
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of ¥ is a hidden (V, H)-signature I" with I C ¥ and I'ly= X[y. The data
stgnature is X [y. An operation of visible result not in X[y is called an
attribute, and a hidden sorted operation is called a method.

Unless otherwise stated, the rest of this section assumes fixed a hidden
signature ¥ with a fixed subsignature I'. Informally, ¥-algebras are universes
of possible states of a system, i.e., “black boxes,” where one is only concerned
with behavior under experiments with operations in I', where an experiment
is an observation of a system attribute after perturbation; this is formalized
below.

A T-context for sort s € VU H is a term in Tp({* : s}) with one
occurrence of x. A I'-context of visible result sort is called a I'-experiment.
If c is a context for sort h and ¢ € Ty, then c[t] denotes the term obtained
from ¢ by substituting ¢ for *; we may also write c[x| for the context itself.

Given a hidden 3-algebra A with a hidden subsignature I', for sorts
s € (VUH), we define I'-behavioral equivalence of a,d’ € A by a =% d’ iff
Ac(a) = Aq(d’) for all T-experiments ¢; we may write = instead of =% when
> and I can be inferred from context. We require that all operations in X
are compatible with Eg. Note that behavioral equivalence is the identity on
visible sorts, since the trivial contexts * : v are experiments for allv € V. A
major result in hidden logics, underlying the foundations of coinduction, is
that I'-behavioral equivalence is the largest equivalence which is identity on
visible sorts and which is compatible with the operations in T'.

Behavioral satisfaction of equations can now be naturally defined in terms
of behavioral equivalence. A hidden X-algebra A I'-behaviorally satisfies a
Y-equation (VX) t = ¢, say e, iff for each 0: X — A, 0(t) =% 0('); in this
case we write A EL e. If F is a set of Y-equations we then write A EL E
when A I'-behaviorally satisfies each Y-equation in F. We may omit X
and/or T' from EL when they are clear.

A behavioral X-specification is a triple (X,T', F) where ¥ is a hidden
signature, I' is a hidden subsignature of ¥, and F is a set of X-sentences
equations. Non-data I-operations (i.e., in I' — X[y/) are called behavioral. A
Y-algebra A behaviorally satisfies a behavioral specification B = (X,T', E)
iff AEL E, in which case we write A [ B; also B £ e iff A [E B implies
AEL e

EREs can be very naturally defined as a behavioral specification. The
enormous benefit of doing so is that the behavioral inference, including
most importantly coinduction, provide a decision procedure for equivalence
of EREs. [I7] shows how standard regular expressions (without negation)
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can be defined as a behavioral specification, a BOBJ implementation, and
also how BOBJ with its circular coinductive rewriting algorithm can prove
automatically several equivalences of regular expressions. Related interesting
work can also be found in [48]. In this paper we extend that to general EREs,
generate minimal observer monitors, and also give several other examples.

Example 6 A behavioral specification of EREs defines a set of two visible
sorts V. = {Bool, Event}, one hidden sort H = {Ere}, one behavioral
attribute € € _: Ere — Bool and one behavioral method, the derivative,
{_}: Ere x Event — Ere, together with all the other operations in Subsection
defining ERFEs, including the events in E which are defined as visible
constants of sort Event, and all the equations in Subsection[6.1.3. We call it
the ERE behavioral specification and let Bgrg denote it.

Since the only behavioral operators are the test for € membership and
the derivative, it follows that the experiments have exactly the form € €
x{a1}{az}.. {an}, for any events ay, ag, ..., an. In other words, an experi-
ment consists of a series of derivations followed by an € membership test, and
therefore two reqular expressions are behavioral equivalent if and only if they
cannot be distinguished by such erperiments. Notice that the above reasoning
applies within any algebra satisfying the presented behavioral specification.
The one we are interested in is, of course, the free one, whose set carriers
contain exactly the extended regular expressions as presented in Subsection
and the operations have the obvious interpretations. We informally
call it the ERE algebra.

Letting = denote the behavioral equivalence relation generated on the
ERE algebra, then Theorem [8 immediately yields the following important
result.

Theorem 9 If Ry and R are two ERFEs then Ri = Ro if and only if
L(R1) = L(R2).

This theorem allows us to prove equivalence of EREs by making use
of behavioral inference in the ERE behavioral specification, from now on
simply referred to by B, including (especially) circular coinduction. The
next section shows how circular coinduction works and how it can be used
to show EREs equivalent.

Circular Coinduction as an Inference Rule

In the simplified version of hidden logics defined above, the usual equa-
tional inference rules, i.e., reflexivity, symmetry, transitivity, substitution and
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congruence [43] are all sound for behavioral satisfaction. However, equational
reasoning can derive only a very limited amount of interesting behavioral
equalities. For that reason, circular coinduction has been developed as a
very powerful automated technique to show behavioral equivalence. We let
IF denote the relation being defined by the equational rules plus circular
coinduction, for deduction from a specification to an equation.

Before we present circular coinduction formally, we give the reader
some intuitions by duality to structural induction. The reader who is only
interested in using the presented procedure or who is not familiar with
structural induction, can skip this paragraph. Inductive proofs show equality
of terms t(z),t'(z) over a given variable x (seen as a constant) by showing
t(o(z)) equals t'(o(x)) for all o in a basis, while circular coinduction shows
terms t,t’ behaviorally equivalent by showing equivalence of §(¢) and §(¢') for
all behavioral operations 0. Coinduction applies behavioral operations at the
top, while structural induction applies generator/constructor operations at
the bottom. Both induction and circular coinduction assume some “frozen’
instances of ¢,t" equal when checking the inductive/coinductive step: for
induction, the terms are frozen at the bottom by replacing the induction
variable by a constant, so that no other terms can be placed beneath the
induction variable, while for coinduction, the terms are frozen at the top, so
that they cannot be used as subterms of other terms (with some important
but subtle exceptions which are not needed here; see [18]).

Freezing terms at the top is elegantly handled by a simple trick. Suppose
every specification has a special visible sort b, and for each (hidden or visible)
sort s in the specification, a special operation [_]:s — b. No equations are
assumed for these operations and no user defined sentence can refer to them;
they are there for technical reasons. Thus, with just the equational inference
rules, for any behavioral specification B and any equation (VX) ¢t =t/, it is
necessarily the case that B I (VX) ¢ = ¢ iff B IIF (VX) [¢] = [t]. The rule
below preserves this property. Let the sort of ¢, be hidden; then

)

Circular Coinduction:

BU{(VX) [t] = [t']} IF (VX, W) [6(t, W)] = [6(¢',W)], for all appropriate § € T
B F (vX)t =1t

We call the equation (VX) [t] = [t/] added to B a circularity; it could
just as well have been called a coinduction hypothesis or a co-hypothesis,
but we find the first name more intuitive because from a coalgebraic point
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of view, coinduction is all about finding circularities.

Theorem 10 The usual equational inference rules together with Circular
Coinduction are sound. That means that if B IIF (VX) t =t' and sort(t,t’) #
b, orif B IF (VX) [t] = [t'], then B E (VX)t=1.

Example 7 Suppose that we want to show that the ERFEs (a + b)* and
(a*b*)* admit the same language. By Theorem@ we can instead show that
Brre E (V0) (a +b)* = (a*b*)*. Notice that a and b are treated as constant
events here; one can also prove the result when a and b are variables, but
one would need to first make use of the theorem of hidden constants [43]. To
simplify writing, we omit the empty quantifier of equations. By the Circular
Coinduction rule, one generates the following three proof obligations

Brre U {[(a + )]
Brrr U {[(a+b)*]
Brre U{[(a+b)"]

[(a*0*)*]} lIF [e € (a+b)*] =[e€ (a*b")*],
[(a*")"]} M= [(a + b)*{a}] = [(a"b")"{a}],
[(a*0")*} I [(a+b)*{b}] = [(a"0")"{b}].

The first proof task follows immediately by using the equations in B as
rewriting rules, while the other two tasks reduce to

Bgre U{[(a+0)] = [(a"b")*]} 1= [(a +)"]
Bpre U{l(a+0b)"] = [(a*b*)"]} IF [(a+0)"]

[Cl* (a*b*)*],
[b"(a”b")"].

By applying Circular Coinduction twice, after simplifying the two obvious proof
tasks stating the € membership, one gets the following four proof obligations

Brre U{[(a+b)"] = [(a*b")"], [(a + b)"] = [a*(a*b")"]} Ik [(a+b)"{a} = [a"(a"b")"{a}],
Bpre U{[(a+b)"] = [(a*b")"], [(a + )] = [a*(a*0")*]} IF [(a+b)"|{b} = [a"(a"b")"{b}],
Bpre U{[(a+0)"] = [(a*0")"], [(a + b)*] = [b*(a”0*)*]} = [(a+b)"[{a} = [b*(a"b")"{a}],
Brri U{l(a+0)"] = [(a"0)"], [(a +b)*] = [b*(a"0")*]} IF [(a+b)"|{b} = [b"(a"0")*{b}],
which, after simplification translate into
Brre U{[(a+b)*] = [(a*b")"], [(a + b)*] = [a*(a*b")*]} I [(a+b)"] = [a”(a"b")"]
Bpre U{[(a+b)"] = [(a"b")"], [(a + b)*] = [a*(a”0")*]} I [(a+b)*] = [b"(a"b")"]
Bpre U{l(a+b)"] = [(a"0)"], [(a+b)*] = [b*(a"0")*]} lF [(a+b)"] = [a*(a™b")"]
Bere U{[(a +0)"] = [(a"0")"], [(a + b)*] = [b*(ab")*]} I [(a+0)"] = [b*(a"b")"],

Again by applying circular coinduction we get
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Bgre U{[(a+0)*] = [(a"0")"], [(a + b)*] = [a"(a”0")"],  [(a+b)*] = [b"(a"b")"]} I
[(a +0)*] = [a"(a"b")"],
Bere U{[(a +b)7] = [(a"b")"], [(a + b)*] = [a"(a"0")"],  [(a+b)*] = [b*(a"0")"]} I
[(a + )] = [b"(a"b")"],
Bere U {{(a+0)"] = [(a*b*)"], [(a + b)] = [b*(a*b")"],  [(a+0)*] = [a"(a"0")"]} IIF
[(a+0)"] = [a"(ab")"],
Bere U{[(a +0)"] = [(a"b")"], [(a + b)*] = [b*(a"0")"],  [(a +b)*] = [a*(a"0")"]} I
[(a +0)"] = [b"(a"07)"],

which now follow all immediately. Notice that BOBJ uses the newly added
(to Bgrr) equations as rewriting rules when it applies its circular coinductive
rewriting algorithm, so the proof above is done slightly differently, but entirely
automatically.

Example 8 Suppose now that one wants to show that —(a*b) = € + a* +
(a+b)*b(a+0b)(a+b)*. One can also do it entirely automatically by circular
coinduction as above, generating the following list of circularities:

[~(a*b)] = [e+a"+ (a+b)*b(a+b)(a+Db)],
[~(e)] = [(a+b)*b(a+b)(a+b)"+ (a+0b)(a+Dd)],
(@] = [(a+b)*bla+b)(a+b)*+ (a+b)*],
(@] = [(a+b)*b(a+Dbd)(a+b)*+ (a+b)(a+b)*+ (a+b)*].

Example 9 One can also show by circular coinduction that concrete ERFEs
satisfy systems of guarded equations. This is an interesting but unrelated
subject, so we do not discuss it in depth here. However, we show how
easily one can prove by coinduction that a*b is the solution of the equation
R=a-R+b. This equation can be given by adding a new ERFE constant r
to Bgrp, together with the equations € € r = false, r{a} =r, and r{b} = e.
Circular Coinduction applied on the goal r = a*b generates the proof tasks:

Bgre U{[r] = [a*b]} I+ [e€r]=][e€a*d],
Bprp U{[r] = [a*b]} IF [r{a}] = [a"b{a}],
Bgrp U{lr] = lab]} IIF [r{b}] = [a"b{b}],

which all follow itmmediately.

The following says that circular coinduction provides a decision procedure
for equivalence of EREs.
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Theorem 11 If Ry and Ry are two EREs, then L(R1) = L(R2) if and
only if Berr IF Ry = Ro. Moreover, since the rules in Bggrp are ground
Church-Rosser and terminating, circular coinductive rewriting[17, (18], which
iteratively rewrites proof tasks to their normal forms followed by a one step
coinduction if needed, gives a decision procedure for ERE equivalence.

Generating Minimal DFA Monitors by Coinduction

In this section we show how one can use the set of circularities generated
by applying the circular coinduction rules in order to generate a minimal
DFA from any ERE. This DFA can then be used as an optimal monitor
for that ERE. The main idea here is to associate states in DFA to EREs
obtained by deriving the initial ERE; when a new ERE is generated, it is
tested for equivalence with all the other already generated EREs by using
the coinductive procedure presented in the previous section. A crucial
observation which significantly reduces the complexity of our procedure is
that, once an equivalence is proved by circular coinductive rewriting, the
entire set of circularities accumulated represent equivalent EREs. These
can be used to later quickly infer the other equivalences, without having to
generate the same circularities over and over again.

Since BOBJ does not (yet) provide any mechanism to return the set
of circularities accumulated after proving a given behavioral equivalence,
we were unable to use BOBJ to implement our optimal monitor generator.
Instead, we have implemented our own version of coinductive rewriting
engine for EREs, which is described below.

We are given an initial ERE Ry over alphabet A and from that we want
to generate the equivalent minimal DFA D = (S, A, J, s, F'), where S is
the set of states, § : S x A — S is the transition function, sg is the initial
state, and F' C S is the set of final states. The coinductive rewriting engine
explicitly accumulates the proven circularities in a set. The set is initialized
to an empty set at the beginning of the algorithm. It is updated with
the accumulated circularities whenever we prove equivalence of two regular
expressions in the algorithm. The algorithm maintains the set of states S
in the form of non-equivalent EREs. At the beginning of the algorithm S
is initialized with a single element, which is the given ERE Ry. Next, we
generate all the derivatives of the initial ERE one by one in a depth first
manner. A derivative R, = R{x} is added to the set S, if the set does
not contain any ERE equivalent to the derivative R,. We then extend the
transition function by setting §(R, z) = R,. If an ERE R’ equivalent to the
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derivative already exists in the set S, we extend the transition function by
setting (R, x) = R'. To check if an ERE equivalent to the derivative R,
already exists in the set S, we sequentially go through all the elements of the
set S and try to prove its equivalence with R,. In testing the equivalence
we first add the set of circularities to the initial B. Then we invoke the
coinductive procedure. If for some ERE R’ € S, we are able to prove that
R =R, i.e BUEq U Eq,., IF R =R,, then we add the new equivalences
Eq,.w, created by the coinductive procedure, to the set of circularities. Thus
we reuse the already proven equivalences in future proofs.

The derivatives of the initial ERE Ry with respect to all events in the
alphabet A are generated in a depth first fashion. The pseudo code for the
whole algorithm is given in Figure 1.

dfs(R)
begin
foreach x € A do
R, < R{z};
if 3R’ € S such that BU Eq,; U Eq,, IF R" = R, then
(5(R7 LL’) = R; Eqan < Eqan U Eqpey
else S <+ SU{R;}; 0(R,z)=R,; dfs(R,); fi
endfor
end

Figure 6.1: ERE to minimal DFA generation algorithm

In the procedure dfs the set of final states F' consists of the EREs from
S which contain e. This can be tested efficiently using the equations (10-16)
in Subsection The DFA generated by the procedure dfs may now
contain some states which are non-final and from which the DFA can never
reach a final state. We remove these redundant states by doing a breadth
first search in backward direction from the final states. This can be done in
time linear in the size of the DFA.

Theorem 12 If D is the DFA generated for a given ERE R by the above
algorithm then

1. L(D) = L(R),
2. D is the minimal DFA accepting L(R).
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Proof: Suppose ajas...a, € L(R). Then € € R{ai}{az}...{an}. HR; =
R{ai}{a2} ... {a;} then R;11 = R;{a;+1}. To prove that ajas...a, € L(D),
we use induction to show that for each 1 < i < n, R; = 0(R,a1az...a;).
For the base case if Ry = R{a;} then dfs extends the transition function
by setting 0(R,a1) = R. Therefore, Ry = R = §(R,a1). If Ry # R then
dfs extends § by setting §(R,a1) = R1. So R; = §(R, a1) holds in this case
also. For the induction step let us assume that R; = R’ = §(R, a1as. .. a;).
If 6(R',a;+1) = R” then from the dfs procedure we can see that R’ =
R'{a;11}. However, R;{ai+1} = R'{ait+1}. So Riy1 = R" = 6(R,ai+1) =
0(R,ajaz...a;1+1). Also notice einR, = §(R,a1asz...ay); this implies that
0(R,aias...ay,) is a final state and hence ajas . ..a, € L(D).

Now suppose ajasg . ..a, € L(D). The proof that ajas...a, € L(R) goes
in a similar way by showing that R; = §(R,a1,as . ..a;). O

Implementation and Evaluation

We have implemented the coinductive rewriting engine in the rewriting
specification language Maude 2.0 [I1I]. The interested readers can down-
load the implementation from the website http://fsl.cs.uiuc.edu/rv/.
The operations on extended regular languages that are supported by our
implementation are ~_ for negation, _ * for Kleene Closure, - _ for con-
catenation, _ & _ for intersection, and _ + _ for union in increasing order
of precedence. Here, the intersection operator _ & _ is a syntactic sugar and
is translated to an ERE containing union and negation using De Morgan’s
Law:

eq R1 & R2 =~ (" Rl + ~ R2)

To evaluate the performance of the algorithm we have generated the minimal
DFA for all possible EREs of size up to 9. Surprisingly, the size of any
DFA for EREs of size up to 9 did not exceed 9. Here the number of states
gives the size of a DFA. The following table shows the performance of our
procedure for the worst EREs of a given size. The code is executed on a
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Pentium 4 2.4GHz, 4 GB RAM linux machine.

Size ERE no. of states in DFA | Time (ms) | Rewrites
4 ~ (ab) 1 <1 863
5 (a - b) * 4 <1 1370
6 = ((a—=b)* 4 1 1453
7 - (a—aa) 6 1 2261
8 | - ((a—=b)*b) 7 1 3778
9 - (a—-ab)b 9 5 9717

Example 10 In particular, for the ERE = (a — a b) b the generated minimal
DFA is given in Figure[6.3

Figure 6.2: = (a—ab) b

Example 11 The ERE — ((— empty) (green red) (— empty) ) states the
safety property that it should not be the case that in any trace of a traffic
light we see green and red consecutively at any point. The set of events
are assumed to be { green, red, yellow}. We think that this is the most
intuitive and natural expression for this safety property. The implementation
took Ims and 1663 rewrites to generate the minimal DFA with 2 states. The
DFA is given in Figure[6.3

However for large EREs the algorithm may take a long time to generate
a minimal DFA. The size of the generated DFA may grow non-elementarily
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yellow

Figure 6.3: = ((— empty) (green red) (— empty))

in the worst case. We generated DFAs for some complex EREs of larger sizes
and got relatively promising results. One such sample result is as follows.

Example 12 Let us consider the following ERE of size 110

(—$)*8(=$)*n
(0+ 14 #)"4(
(04+1)0#O0+14+#)*$(04+1)0+ (0+ 1)IH#(0+ 1 + #)*$(0 + 1)1)
NOO4+1)#04+1+#)*$0(0+ 1) +1(0+ 1)#(0+ 1 + #)*$1(0+ 1))).

This ERE accepts the language Lo, where
Lj, = {o#w#c'Sw | w e {0,1}F and 0,0’ € {0,1,#}*}

The language Ly was first introduced in [8] to show the power of alterna-
tion, used in [44)] to show an exponential lower bound on ERE monitoring,
and in [32,[33] to show the lower bounds for model checking. Our implemen-
tation took almost 18 minutes to generate the minimal DFA of size 107 and
in the process it performed 1,374,089,220 rewrites.

The above example shows that the procedure can take a large amount of
time and space to generate DFAs for large EREs. To avoid the computation
associated with the generation of minimal DFA we plan to maintain a
database of EREs and their corresponding minimal DFAs on the internet.
Whenever someone wants to generate the minimal DFA for a given ERE
he/she can look up the internet database for the minimal DFA. If the ERE
and the corresponding DFA exists in the database he/she can retrieve the
corresponding DFA and use it as a monitor. Otherwise, he/she can generate
the minimal DFA for the ERE and submit it to the internet database to
create a new entry. The database will check the equivalence of the submitted
ERE and the corresponding minimal DFA and insert it in the database.
In this way one can avoid the computation of generating minimal DFA if
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it is already done by someone else. To further reduce the computation,
circularities could also be stored in the database.

Online Monitor Generation and Visualization

We have extended our implementation to create an internet server
for optimal monitor generation that can be accessed from the the url
http://fsl.cs.uiuc.edu/rv/. Given an ERE the server generates the
optimal DFA monitor for a user. The user submits the ERE through a web
based form. A CGI script handling the web form takes the submitted ERE as
an input, invokes the Maude implementation to generate the minimal DFA,
and presents it to the user either as a graphical or a textual representation.
To generate the graphical representation of the DFA we are currently using
the GraphViz tool [15].

We presented a new technique to generate optimal monitors for
extended reqular expressions, which avoids the traditional tech-
nique based on complementation of automata, that we think is
quite complex and not necessary. Instead, we have considered the
(co)algebraic definition of ERFEs and applied coinductive inferenc-
ing techniques in an innovative way to generate the minimal DFA.
Our approach to store already proven equivalences has resulted
into a very efficient and straightforward algorithm to generate
minimal DFA. We have evaluated our implementation on sev-
eral hundreds EREs and have got promising results in terms of
running time. Finally we have installed a server on the internet
which can generate the optimal DFA for a given ERFE.

At least two major contributions have been made. Firstly, we have
shown that coinduction is a viable and quite practical method to
prove equivalence of extended reqular expressions. Previously this
was done only for reqular expressions without complementation.
Secondly, building on the coinductive technique, we have devised
an algorithm to generate minimal DFAs from ERFEs. At present
we have no bound for the size of the optimal DFA, but we know
for sure that the DFAs we generate are indeed optimal. However
we know that the size of an optimal DFA is bounded by some
exponential in the size of the ERE. As future work, it seems
interesting to investigate the size of minimal DFAs generated
from ERFEs, and also to apply our coinductive techniques to
generate monitors for other logics, such as temporal logics.
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6.2 Monitoring w-Languages and LTL Safety For-
mulae

6.3 Optimal Monitoring of “Always Past” Tempo-
ral Safety

A monitor synthesis algorithm from linear temporal logic (LTL) safety
formulae of the form [y where ¢ is a past time LTL formula was presented
in [23]. The generated monitors implemented the recursive semantics of
past-time LTL using a dynamic programming technique, and needed O(]¢p|)
time to process each new event and O(|y|) total space. Some compiler-like
optimizations of the generated monitors were also proposed in [23], which
would further reduce the required space. It is not clear how much the
required space could be reduced by applying those optimizations.

We here show how to generate using a divide-and-conquer technique
directly monitors that need O(k) space and still O(|p|) time, where k is the
number of temporal operators in ¢.

6.3.1 The Monitor Synthesis Algorithm

For simplicity, we assume only two past operators, namely o (previously)
and S (since). Let us first note that one cannot asymptotically reduce
the space requirements below Q(k), where k is the number of temporal
operators appearing in the formula to monitor ¢. Indeed, one can take
© = (#1 — t1) N AN (#r — tg), where for each 1 < i < k, #; is some
event and t; is some temporal formula containing precisely one past temporal
operator, i.e., a ® or a §. Any monitor for ¢ must directly or indirectly
store the status of each t¢; at every event, to be able to react accordingly in
case the next event is some #;. Assuming that the events #; are distinct
and that the formulae ¢; are unrelated, then the monitor needs to distinguish
among 2F possible states, so it needs Q(k) space.

In what follows, we assume the usual recursive semantics of LTL, also
presented below, restricted to safety formulae of the form [y, where ¢
is a past-time LTL. We adopt the simplifying assumption that the empty
trace invalidates any atomic proposition and any past temporal operator; as
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argued in [23], this may not always be the best choice, but other semantic
variations regarding the empty trace present no difficulties for monitoring.

Definition 23 (adapted from [39]) LTL formulae of the form Oy (read
“always ¢”), where v is a past-time LTL formula, are called LTL safety
formulae; we may call them just safety formulae when LTL is understood
from the context. An infinite trace u € ¥ satisfies Oy, written u = Oy,
iff each w € prefixes(u) satisfies the past-time LTL formula o, written also
w = ¢ and defined inductively as follows:

w = true s always true,
ws = a iff  a(s) holds,
w g i w i e,

wEer A @y iff wE e and w E @,

ws = oy iff w kg,

ws = p1Spe  iff ws =2 orws = Fy and w = 1S @
eE is false otherwise

Given safety formula Op, we let L(Op) C 3¢ be the set {u € X | u = Op}.
Proposition 14 L(Oyp) € Safety for any past-time LTL formula .

Proof: By the definition of £((y) in Definition [23| and the definition
of OP in Definition one can easily note that £(Oy) = OL(y), where
L(p) ={w € ¥* | w = Op}. Therefore, L(Op) € Safetys. The rest follows
by Theorem O

Let us next investigate the problem of monitoring safety properties
P € Safety” expressed as languages of safety formulae, that is, P = £(Oyp)
for some past-time LTL formula . Because of the recursive nature of the
satisfaction relation, a first important observation is that the generated
monitor only needs to store information regarding the status of temporal
operators from the previous state. More precisely, the monitor needs one
bit per temporal operator, keeping the satisfaction status of the subformula
corresponding to that temporal operator; when a new state is received,
the satisfaction status of the subformula is recalculated according to the
recursive semantics above and then the bit is updated. The order in which the
temporal operators are processed when a new state is received is important:
the nested operators must be processed first.

We next present the actual monitor synthesis algorithm at a high-level.
We refrain from giving detailed pseudocode as we did in [23], because different
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applications may choose different implementation paradigms. For example,
we are currently using rewriting techniques to implement the monitor syn-
thesis algorithms in MOP [10]; Section shows our complete Maude
rewriting implementation of the subsequent monitor synthesis algorithm.

Step 1 Let ¢1, ..., ¢i be the k subformulae of ¢ corresponding to temporal
operators, such that, if ¢; is a subformula of ¢;, then ¢ < j; this can
be easily achieved by a DFS traversal of ¢.

Step 2 Let bit[1..k] be a vector of k bits initialized to 0 (or false); bit[i] will
store information related to ¢; from the previous state:

o if p; = o) then bit[i] says if 1) was satisfied at the previous state;

e if p; =1 S’ then bit[i] says if ¢; was satisfied at the previous
step.

Step 3 Let bit'[1..k] be another vector of k bits; this will be used to store
temporary results, which will be moved eventually into the vector
bit[1..k].

Step 4 Generate a loop that executes whenever a new state s is available;
the body of the loop executes the following code:

Step 4.1 For each i from 1 to k execute a bit assignment as follows,
where for a subformula v of ¢, v is the boolean expression
replacing in 1 each non-nested temporal subformula ¢; by bit[j] if
pj is a “previously” formula or by bit/[j] if ¢, is a “since” formula,
and each remaining atomic proposition a by its satisfaction in the
current state, a(s):

e if ¢; = 01 then generate the assignment bit'[i] := 1)
e if o; = 9 S’ then generate the assignment bit'[i] := ¢/ V) A
bit|i]
Step 4.2 Generate the conditional: if @ is false then error (formula
violated)

Step 4.3 Generate code to move the contents of bit/[1..k] into bit[1..k].

Note that the generated monitors are well-defined, because each time a 1
boolean expression is generated, all the bits in bit'[1..k] that are needed
are already calculated. One can also perform boolean simplifications when
calculating v to reduce runtime overhead even further. For example, in
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our implementation that also generated the code below (see Section ,
we used the simplification ——1) = 1. To illustrate the monitor generation
algorithm above, let us consider the past time LTL formula: ¢ = —(a A
—(ebA(c S (dA(—=e S f))))). Step 1 produces the following enumeration
of ¢’s subformulae: 1 =eb, po == S f,and p3=c S (dA(=e S f)).
The other steps eventually generate the code:

bit[1..3] := false; // three global bits

foreach new state s do {
// first update the bits in a consistent order
bit [1] == b(s);
bit'[2] == f(s) V (—e(s) A bit]2]);
bit'[3] := d(s) A bit'[2]) V (c(s) A bit[3]);
// then check whether the formula is violated
if a(s) A= (bit[1] A bit'[3]) then Error;
// finally, update the state of the monitor
bit[1..3] := bit[1..3]

}

It is easy to see that for any past LTL formula ¢ of k temporal operators,
the state of the generated monitor is encoded on k bits, namely the vector
bit[1..k]. The runtime of the generated monitor is still O(|¢]), because each
temporal operator in ¢ results in an assignment and a read operation in the
monitor, while each boolean operator in ¢ is “executed” by the monitor.

6.3.2 A Maude Implementation of the Monitor Synthesizer

We here show a term rewriting implementation of the algorithm above, using
the Maude system [12]. Implementations in other languages are obviously
also possible; however, rewriting proved to be an elegant means to generate
monitors from logical formulae in several other contexts, and so seems to be
here. In what follows we show the complete Maude code that takes as input
a formula, parses it, generates the monitor, and then pretty prints it. We
use the K technique here [46], which is a rewriting-based language and/or
logic definitional technique; to use K, one needs to first upload the generic,
i.e., application-independent, module discussed at the end of this section.

Atomic Predicates

We start by defining the atomic state predicates that one can use in formulae.
These can be either identifiers (of the form ’a, ’abc, ’a123, etc.; these are
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provided by the Maude builtin module QID):

fmod PREDICATE is
--— atomic predicates can be quoted identifiers
protecting QID .
sort Predicate .
subsort Qid < Predicate .
endfm

Syntax of Formulae

Let us next define the syntax of formulae. We here use Maude’s mixfix
notation for defining syntax as algebraic operators, where underscores stay
for arguments. Also, note that operators are assigned precedences (declared
as operator attributes), to relive the user from writing parentheses (the lower
the precedence the tighter the binding):

fmod SYNTAX is
protecting PREDICATE .
sort Formula .
subsort Predicate < Formula .

op !_ : Formula -> Formula [prec 20] .

op _/\_ : Formula Formula -> Formula [prec 23]

op O_ : Formula -> Formula [prec 21] .

op _S_ : Formula Formula -> Formula [prec 22] .
endfm

Target Language

We are done with the input language. Let us now define the output language.
We need a very simple language for implementing the generated monitors,
namely one with limited assignment, conditional and looping. The generated
code, as well as the target language, play no role in this paper; one is expected
to change the language below to one’s desired target language (Java, C,
C#, assembler, etc.). Our chosen language below has bits, expressions,
statements and code. Bits are also expressions; code is a list of statements
composed sequentially using “;” or just concatenation. The syntax below is
also making use of precedence attributes. The format attributes are useful
solely for pretty-printing reasons (see Maude’s manual [12] for details on
formatting):

fmod CODE is
--- syntax for the generated code
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protecting PREDICATE + INT + STRING .
sorts Bit Exp Statement Code .
subsorts Bit < Exp .

subsort Statement < Code .

ops (bit[_1) (bit’[_]) : Nat -> Bit .

ops (bit[1 .. _1) (bit’[1 .. _1) : Int -> Bit .
op _(s) : Predicate -> Exp [prec 0] .

ops true false : -> Exp .

op !'_ : Exp -> Exp [prec 20]

op _/\_ : Exp Exp -> Exp [prec 23] .
op _\/_ : Exp Exp -> Exp [prec 24] .
op _:=_ : Exp Exp -> Statement [prec 27 format(ni d d d)] .
op if_then_ : Exp Statement -> Statement
[format(ni d d ++ --) prec 30]

op foreach new state s do _ : Code -> Statement
[format(n d 4 d d s++ --n)] .

op Error : -> Statement [format(ni d)]

op //_ : String -> Statement [format(ni 4 d)] .

op nil : -> Code .

op _;_ : Code Code -> Code [assoc id: nil prec 40] .

op __ : Code Code -> Code [assoc id: nil prec 40] .

op {_} : Code -> Statement [format(d d --ni ++)] .
--- code simplification rules
var B : Exp .
eq! ' B=B .
endfm

The following module defines the actual monitor synthesis algorithm.
We use the K definitional technique here, because it yields a very compact
implementation. K is centered on the basic intuition of computation; compu-
tations are encoded as first-order data-structures that “evolve”, via rewriting,
to results. Computations are sequentialized using the list constructor “_->_7;
thus, if K and K’ are computations, then K -> K’ is the computation con-
sisting of K followed by K’. Computations may eventually yield results; for
example, K -> K’ may rewrite (in context) to R -> K’, meaning that R is
the result that K reduces to. An important feature of K is that one can
schedule lists of tasks for reduction; for example, [K1,K2,K3] -> K may
eventually reduce to [R1,R2,R3] -> K, where R1, R2, and R3 are the results
that K1, K2, and K3 reduce to, in this order. To use K, one needs to import
the module K discussed at the and of this section. The equations of the
module K (three in total) are all about reducing a list of computations to a
list of results, supposing that one knows how to reduce one computation to
one result.

K is a definitional framework that is generic in computations and results.



92 CHAPTER 6. MONITOR SYNTHESIS

More precisely, it provides sorts KComputation and KResult, and expects its
user to define the desired computations and results, as well as rules to reduce
a computation to a result. Computations typically can be reduced to results
only in context; to facilitate this, K provides a sort KConfiguration, which
is also supposed to be populated accordingly. The sort KConfiguration
is a multi-set sort over a sort KConfigurationItem, where the multi-set
constructor is just concatenation; also, the sort KComputation is a list sort
over KComputationItem, where the list constructor is _->_. To make use of
K, one needs to first define constructors for the sorts KConfigurationItem,
KComputationItem and KResult, and then to define how each computation
item reduces to a result.

In our case, the computations are the formulae or subformulae that
still need to be processed, and the results are the corresponding boolean
expressions that need to be checked in the current (generated code) context
to see whether the formula has been violated or not. We define the following
additional constructors: we add four constructors for configurations, namely
“k” that wraps the current computation, “code” that wraps the current
generated code, and “nextBit” that wraps the next available bit; we add
one main constructor for computations, “form”, that wraps a formula, and
one constant computation item per operator in the input language (the later
is needed to know how to combine back the results of the corresponding
subexpressions; finally, we add one constructor for results, “exp”, that wraps
a boolean expression.

The formula is processed in a depth-first-order, following a divide-and-
conquer philosophy. Each subformula is decomposed into a list of computa-
tion subtasks consisting of its subformulae, then the corresponding results
are composed back into a result corresponding to the original subformula.
Recall that equations/rules apply wherever they match, not only at the top.
Let us only discuss the two equations defining the “since” (_S_), the last
two in the module below. The first one is straightforward: it decomposes
the task of processing F1 S F2 to the subtasks of processing F1 and F2;
the computation item S is placed in the computation structure to prepare
the terrain for the next equation. The next equation applies after F1 and
F2 have been processed, say to expressions B1 and B2, respectively; if C
is the code generated so far and if I+1 is the next bit available, then the
boolean expression corresponding to the current since formula is indeed
bit’ (I+1), provided that one adds the corresponding code capturing the
recursive semantics of since to the generated code.



6.3. OPTIMAL MONITORING OF “ALWAYS PAST” TEMPORAL SAFETY93

fmod MONITOR-GENERATION is
protecting K + SYNTAX + CODE .
op k : KComputation -> KConfigurationItem .
op code : Code -> KConfigurationItem .
op nextBit : Nat -> KConfigurationItem .
op process : Formula -> KConfiguration .
op form : Formula -> KComputationItem .
op exp : Exp -> KResult .
ops ! /\ 0 S : -> KComputationItem .
var P : Predicate . vars F F1 F2 : Formula . var C : Code .
var I : Nat . vars B Bl B2 : Exp . var K : KComputation .
eq process(F) = k(form(F)) code(nil) nextBit(0)
eq k(form(P) -> K) = k(exp(P(s)) -> K)
eq form(! F) = form(F) -> !
eq exp(B) -> ! = exp(! B)
eq form(F1 /\ F2) = [form(F1),form(F2)] -> /\ .
eq [exp(B1),exp(B2)] -> /\ = exp(B1 /\ B2)
eq form(0 F) = form(F) -> 0 .
eq k(exp(B) -> 0 -> K) code(C) nextBit(I)
= k(exp(bit[I + 1]) -> K) code(C ; bit’[I + 1] := B)
nextBit (I + 1)
eq form(F1 S F2) = [form(F1), form(F2)] -> S .
eq k([exp(B1),exp(B2)] -> S -> K) code(C) nextBit(I)
= k(exp(bit’ [T + 11) -> K)
code(C ; bit’[I + 1] := B2 \/ Bl /\ bit[I + 1]) nextBit(I + 1)
endfm

Putting It All together

The following module plugs the code generated above into the general
pattern:

fmod PRETTY-PRINT is
protecting MONITOR-GENERATION .
sort Monitor .
op genMonitor : Formula -> Code .
op makeMonitor : KConfiguration -> Code .

var F : Formula . var B : Exp . var C : Code . vars N M : Nat .
eq genMonitor(F) = makeMonitor (process(F))
eq makeMonitor (k(exp(B)) code(C) nextBit(N))
= bit[1 .. N] := false ;
foreach new state s do {

// "first update the bits in a consistent order"

C;

// "then check whether the formula is violated"

if ! (B) then Error ;
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// "finally, update the state of the monitor"
bit[1 .. N] := bit’[1 .. N]
.

endfm

Our implementation of the monitor synthesizer is now complete. To use
it, one can ask Maude reduce terms of the form genMonitor(F), where F is
the formula that one wants to generate into a monitor. For example:

reduce genMonitor (
'CCa /N 10 ’b /\ ’c s (°d /\ (! ’e s ’£))))
)

For the formula above, Maude will give the expected answer, pretty
printed as follows:

NERRRNRRERRRRRNRRRYS
-—- Welcome to Maude ---
ARNRR NN R RRERREAN
Maude 2.2 built: Mar 15 2006 16:37:22
Copyright 1997-2005 SRI International
Sat Jan 27 12:01:20 2007
Maude> in p

fmod K

fmod PREDICATE

fmod SYNTAX

fmod CODE

fmod MONITOR-GENERATION

fmod PRETTY-PRINT

reduce in PRETTY-PRINT :

genMonitor(! (Ca /\ ! (0 ’b /\ ’c S (’d /\ ! ’e S ’£))))
rewrites: 46 in -93406740ms cpu (lms real) (~ rewrites/second)
result Code:
bit[1 .. 3] := false ;
foreach new state s do {

// "first update the bits in a consistent order"

bit’ [1] 'b(s) ;

bit’ [2] 2f(s) \/ ! ’e(s) /\ bit[2] ;

bit’ [3] ’d(s) /\ bit’[2] \/ ’c(s) /\ bit[3] ;
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// "then check whether the formula is violated"
if ’a(s) /\ ! (bit[1] /\ bit’[3]) then

Error ;
// "finally, update the state of the monitor"
bit[1 .. 3] := bit’[1 .. 3]

Maude>

The K Module

One should upload the next module whenever one wants to use the K
technique to define a language, logic or tool. Note that the module below
has nothing to do with our particular logic under consideration in this paper;
that is the reason for which we exiled it here.

fmod K is
sorts KConfigurationItem KConfiguration .
subsort KConfigurationItem < KConfiguration .
op empty : -> KConfiguration .
op __ : KConfiguration KConfiguration -> KConfiguration [assoc comm id: empty]

sorts KComputationItem KNeComputation KComputation .

subsort KComputationItem < KNeComputation < KComputation .

op nil : -> KComputation .

op _->_ : KComputation KComputation -> KComputation [assoc id: nil]
op _—>_ : KNeComputation KNeComputation -> KNeComputation [ditto]

sort KComputationList

subsort KComputation < KComputationList

op nil : -> KComputationList

op _,_ : KComputationList KComputationList -> KComputationList [assoc id: nil]

sort KResult KResultList

subsorts KResult < KResultList < KComputation .

op nil : -> KResultList .

op _,_ : KResultList KResultList -> KResultList [assoc id: nil]

op [_] : KComputationList -> KComputationItem .

op [_] : KResultList -> KComputationItem .

op [_I_] : KComputationList KResultList -> KComputationItem .
var K : KNeComputation . var K1 : KComputationList

var R : KResult . var Rl : KResultList

eq [K,K1] = K -> [K1 | nil]
eq R -> [K,K1 | R1] = K -> [K1 | R1,R]
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eq R -> [nil | R1] = [R1,R] .
endfm

To use K, after importing the module above, one should define one’s
own constructors for configuration items (sort KConfigurationItem), for
computation items (sort KComputationItem), and for results (sort KResult).
For our example, we defined all these at the beginning of the module
MONITOR-GENERATION.
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Semantics-Based Runtime
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10.1 Defining a Formal Semantics
10.2 Semantics-Based Symbolic Execution

10.3 Program Verification as Exhaustive Runtime
Verification
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Chapter 11

Conclusion and Future Work

11.1 Safety Properties and Monitoring

Chapters|3|and [4] presented a comprehensive study of safety properties and of
their monitoring, using a uniform formalism and notation. Technically, there
were two novel contributions. First, it introduced the notion of a persistent
safety property, which is the finite-trace correspondent of an infinite-trace
safety property, and used it to show the cardinal equivalence of the various
notions of safety property encountered in the literature. Second, it rigorously
defined the problem of monitoring a safety property, and it showed that
it can be arbitrarily hard. These results established a firm foundation for
studying safety properties and corresponding monitors and algorithms for
various domains of interest, where requirements can be expressed using
domain-specific formalisms, such as future-time and past-time temporal
logics, context-free grammars, push-down automata, and so on.
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